Real -time Graphics

9. GPGPU



GPU (GraphicsProcessingUnit)
| Flexible and powerful processor
| Programmability, precision, power

| Parallel processing

AcpPu
| Increasing number of cores

| Parallel processing
AGPGPU general-purpose computation
using power of GPU, parallelprocessor
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GPGPU related to rendering

A Deformations
A Sorting - dynamic alpha-blended particles

A Collisiondetection

A Global illumination

A canbe done via shaders, but requires hacking
Rendered with V-qu Advanced CPU Rendered with V-Ray RT GPU

3.4 GHz 8 core Intel® Xeon® High-end NVIDIA GPU with 2688 CUDA cores 3
Image Quality = 11.35 Image Quality = 11.35
Render Time = 19 minutes 11 seconds Render Time = 3 minutes 4 seconds



Serial vs Parallel processing

void process in_serial () void process_in_parallel ()
{ {
for (int i=0;i<N;i++) start_threads(N, thread);
c[i] = a[ i]+b[ 1]; }
} void thread()
{

int i = thread_ID;
c[i] = a[i]+bli];

}
c[0] = a[0]+ b[0] - - --
c[1] =a[1]+ b[1] -

c[N] = a[NJ+ b[N] - 4




SIMD

ASingIe Instruction Multiple Data

APerforming the same operation on multiple data
points simultaneously

AUsage- data processing & compression,
cryptography, image & video processing, 3D
graphics

Acpu- special instructions + registers

Alntel - since 1997, MMX,SSE

AAMDI since 1998, 3DNow!

AIBM i PowerPC,Cell Processor(PS3)
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SIMD

www.wikipedia.org

ordinary CJPU SIMD CPU
one 32-bit register holds one number one 32-bit register acts as four 8-bit registers
R1 9 Ri 1 9 2 8 |«
R2 3 Ra 3 3 3 3 §
R 3 27 R 3 3 27 6 24 |

RAM

S-bit numbers

nput | 1 9 2 8

RAM

8-bit numbers

nput 1 9 2 8

result | 3 27 result | 3 27 6 24
Opemtian Count: Opemtinn Count:
4 loads, 4 mu]tip]ies, and 4 saves 1load, 1 multip]y, and 1 save

Real -time Graphics
MartinSa muel | 2 Kk


http://www.wikipedia.org/

GPU history

A Primarily for transformation, rasterization and texturing

A Data types i SIMD processing
| vertex 1 4 x 32bit FP
I fragment (pixel) T 4 x 8bit FP/integer
I texel i 4 x 8bit integer
A Increasing number of processing units (cores, pipelines)
| Separate pipelines for verticesand fragmets
I Unified shaders (2006), 60+ cores
A Increasing programmability of pipelines (shader units)
| Conditional instructions, loops
I Generalpurpose programming via new technologies

A Support for 32bit FP texels and fragments
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GPU architecture

AGPUI multicore processor

ABasic computationunit 1 Core, Stream
Core, Stream (Thread) Processor

AArray of cores - Streaming Multiprocessor,
SIMD Engine, Compute Unit

| Severallevels of hierarchy

I Shared memory for cores in this array
I Special FunctionUnits
:
|

Private registers, cahces
I Scheduler
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GPU architecture
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GPU architecture

B R A
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GPU devices

A Radeon R9 290X4GB ~ Work-group

| Compute units: 44 s—____ %.
I Stream Processors:2816

A Nvidia GeForce GTX TitaroGB

I Stream Processors:2688

Work item
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GPU computation model

A Thread, Work item (SP)

One running computation .<—>-

i
| Executedon cores lock (0.0)
I
;

Local memory for one thread >« | shared

,—;1 > mem

KernelT program running on device

A Work-group, Thread block (SM) et o
|
|
|

Group of several threads | mem
" Shared local per-block memory
" Organizedin 1,2,3 dimensional grids
" Controlled by streaming multiprocessor

A Grid of blocks, work-groups per device
I Organized in 1,2,3, N dimensional arrays
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GPU memory model

A Global memory

I Accessibleby all threads
I Slow, used with restrictions, bank conflicts
I Perdevice - 512-¢é MB

A Constant memory

I Readonly section of global memory shared mem

I Perdevice = 64 KB -, cache per SM=8 KB vy [ | ]
A Local, Sharedmemory

I Sharing data between work items (SP)
I PerSM=16 KB-
I Fast, used with restriction, synchronization needed

A Registers, Private memory _
I per SM= 16384 -

I Allocated for each thread separately, Fast
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GPU programming

AGraphics API
A OpenGL(universal)
| GLSL
I Cg
I ASM
I Compute shaders
A Directx (Win32)
| HLSL
I Cg
I ASM
| DirectCompute

Real -time Graphics
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A Computing languages
A Nvidia CU DA(universal)
| CUDA
I PTXISA

A ATI Stream (universal)
| Brook+
I AMDIL
I ISA

A OpenCL(universal)

I all devices
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CPU/GPU programming

>

transfogA"J
feedback % o ,

Sy Real-time Graphics
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CUDA

A Compute Unified Device Architecture

A parallel computing platform and application programming
Interface
A Restricted to NVIDIA hardware

A Exploiting GPU capabilitiesmore than graphics API
I unlimited scatter write
| direct accessto memory

I utilize shared memory
A Kernel code based on C

A API for loading kernel, work with arrays, managing devices

A http://code.msdn.microsoft.com/windowsdesktop/NVIDIA -
GPUArchitecture-45cl1le6d
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http://code.msdn.microsoft.com/windowsdesktop/NVIDIA-GPU-Architecture-45c11e6d

compiler
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CUDA C/C++ extension

A Device vs Host code

| Function qualifiers:___device__,__host__,_ global__
| Variable qualifiers:___device__,___constant__,
__sShared__

ABuiIt-in variables
I threadldx i coordinates of thread within a block

I blockDimi number of threads in a block

I blockldx i coordinatesof t h r e l@logkdadthin grid of
blocks

I gridDim i number of blocks in grid

Real -time Graphics 18
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Example - Host part

AComputing gradients in 2D one component image

float* d_idata; // device (GPU) input data
cudaMalloq (void**) & d_idata, width* height* sizeof(float));

float2* d_odata; // device (GPU) output data
cudaMalloq (void**) & d_odata, width* height* sizeof(float2));

float* h_idata;

int width, height;

| oadl mg(Ainput.tgao, &will sburde hostdldtadoy Pt , h i d
cudaMemcpy(d_idata, h_idata, width * height * 4, cudaMemcpyHostToDevicé;

dim3 threads( 8, 8, 1); // threads per block

dim3 grid( 1 + (width-1) / 8, 1 + (height-1) / 8, 1); // blocks in grid
compute gradient<<< grid, threads >>>(d_idata, d_odata, width, height);
cudaThreadSynchronize(); // wait for result

float* h_odata = new float[2 * width * height];
cudaMemcpy(h_odata, d_odata, 2 * width * height * 4, cudaMemcpyDeviceToHost);
savel mg(iobhtdat . t gao, 19



width =24
height = 24

// threads per block
dim3 threads( 8, 8, 1);

/I blocks in grid
dim3 grid( 1 + ( width-1) / 8,
1 + (height -1) / 8, 1);
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width = 24
height = 24

// threads per block
dim3 threads( 8, 8, 1);

/I blocks in grid
dim3 grid( 1 + ( 24-1) / 8,
1+(24-1)/ 8, 1);
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width =24
height = 24

// threads per block
dim3 threads( 8, 8, 1);

/I blocks in grid
dim3 grid( 1 + ( 24-1) / 8,
1+(24-1)/ 8, 1);

1+ @3/80=1 +2.875)=3
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width =24
height = 24

// threads per block
dim3 threads( 8, 8, 1);

/I blocks in grid
dim3 grid( 3, 3, 1);

1+ @3/80=1 +2.875)=3
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Example - Device part

__global__ void compute_gradient(float* g_idata, float2* g_odata, constint width, const int height)
{
const unsigned int i = blockldx.x * blockDim.x + threadldx.x;
const unsigned int j = blockldx.y * blockDim.y + threadldx.y;
if (I >= width || j >= height)
return;
float value = g_idata[i +] * width];
float prev_x = value;
if (i > 0)
prev_x =g_idata[i - 1 +j * width];
float next_x = value;
if (i < width-1)
next x =g_idata[i+ 1 +j * width];
float prev_y = value;
if (j > 0)
prev_y =g_idata[i+ (j T 1)* width];
float next_y = value;
if (j < height -1)
next y=g_idata[i+ (j+ 1)* width];
float z_dx = next_x 1 prev_x;
float z_dy = next_y i prev_y;
g_odata[i +) * width] = make_float2(z_dx, z_dy );

of Of
(ax ’W)
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?

width =20
height = 20

// threads per block
dim3 threads( 8, 8, 1);

/I blocks in grid
dim3 grid( ?, ?, 1);
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?

width =20
height = 20

// threads per block
dim3 threads( 8, 8, 1);

/I blocks in grid
dim3 grid( 1 + ( width-1) / 8,
1 + (height -1) / 8, 1);

1+ @0/ 80=1 +®2.50=3
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Example - Device part

__global__ void compute_gradient(float* g_idata, float2* g_odata, constint width, const int height)

{

const unsigned int i = blockldx.x * blockDim.x + threadldx.x;

const unsigned int | = blockldx.y * blockDim.y + threadldx.y;
if (i >= width || j >= height) |
return,
float value = g_idata[i +] * width];
float prev_x = value;
if (i > 0)
prev_x =g_idata[i - 1 +j * width];
float next_x = value;
if (i < width-1)
next x =g_idata[i+ 1 +j * width];
float prev_y = value;
if (j > 0)
prev_y =g_idata[i+ (j T 1)* width];
float next_y = value;
if (j < height -1)
next y=g_idata[i+ (j+ 1)* width];
float z_dx = next_x 1 prev_x;
float z_dy = next_y i prev_y;
g_odata[i +) * width] = make_float2(z_dx, z_dy );
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width =20
height = 20

// threads per block
dim3 threads( 8, 8, 1);

/I blocks in grid
dim3 grid( 3, 3, 1);

1+ @0/ 80=1 +®2.50=3
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Example - Device part

__global__void compute_gradient(float* g_idata, float2* g_odata, const int width, const int height)
{

const unsigned int i = blockldx.x * blockDim.x + threadldx.x;

const unsigned int j = blockldx.y * blockDim.y + threadldx.y;

if (i >= width || ] >= height)

L width = 20
float value =g idatali +| * width]; .
float prev_x = value; I =3
if (i > 0) ]=2
prev_x =g_idatafi - 1 +j * width];
float next_x = value; i 01 24 56 78 9101112 1314 15 16 1718 19
if (i < width-1)

next x=g_idatafi+ 1 +j * width]; Jo 0123456 78 910111213141516171819
float prev_y = value; 1 |20212223242526 27282930 313233343536 373839
if (j >0) 4041 42 43 44 45 46 47 48 49 50 51 52 53 54 55 56 57 58 59

prev_y =g idatafi+ (j T 1)* width]; 3 6061626364 ...
float next_y = value; 4 e

if (j < height -1)
next_ y=g_idata[i+ (j+ 1)* width];
float z_dx = next_x T prev_x;
float z_dy = next_y 1 prev_y;
g_odata[i +] * width] = make_float2(z_dx, z_dy );
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Example - Device part

__global__void compute_gradient(float* g_idata, float2* g_odata, const int width, const int height)
{

const unsigned int i = blockldx.x * blockDim.x + threadldx.x;

const unsigned int j = blockldx.y * blockDim.y + threadldx.y;

if (i >= width || ] >= height)

L width = 20
float value =g idatali +| * width]; .
float prev_x = value; I =3
if (i > 0) ]=2
prev_x =g_idatafi - 1 +j * width];
float next_x = value; i 01 24 56 78 9101112 1314 15 16 1718 19
if (i < width-1)

next x=g_idatafi+ 1+ * width]; Jo 0123456 78 910111213141516171819
float prev_y = value; 1 |2021222324252627282930313233343536373839
if (j > 0) 40 41 4214314 45 46 47 48 49 50 51 52 53 54 55 56 57 58 59

prev_y =g idatafi+ (j T 1)* width]; 3 6061626364 ...
float next_y = value; 4 e
if (j < height -1) :

next y=g idata[i+ (j+ 1)* width]; - _
float z__gx :ngext_x[ T p()Jrev_x;) ] : 2(20) +3=43

floatz_dy =next y 1 prev_y;
g_odata[i +] * width] = make_float2(z_dx, z_dy );
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Example T Shared memory

__global__ void compute_gradient(float* g _idata, float2* g _odata, const int
width, const int height){
__shared__ float s_data[10][10];

const unsigned int i = blockldx.x * blockDim.x + threadldx.x;
const unsigned int j = blockldx.y * blockDim.y + threadldx.y;

if (i >= width || j >= height)
return;

float value = g_idata[i + ] * width];
s_datathreadldx.x+1] [threadldx.y+1] = value;
__syncthreads();

float prev_x = s_idatafthreadldx.x+1 - 1] [threadldx.y+1];
float next_x = s_idatathreadldx.x+1 + 1] [threadldx.y+1];
float prev_y = s_idata[threadldx.x+1] [threadldx.y+1 - 1];
float next_y = s_idata[threadldx.x+1] [threadldx.y+1 + 1];
float z_dx = next x T prev_x;

float z_dy = next_ y 1 prev._y;

g_odata [i + ] * width] = float2(z_dx, z_dy);

} 31



Example T Shared memory

__global__ void compute_gradient(float* g_idata, float2* g_odata, const int

width, constint height){
shared float s data[10][10;

const unsigned int i = blockldx.x * blockDim.x + threadldx.x;
const unsigned int j = blockldx.y * blockDim.y + threadldx.y;

if (i >= width || j >= height)
return;

float value = g_idata[i + ] * width];
s_datathreadldx.x+1] [threadldx.y+1] = value;
__syncthreads();

float prev_x = s_idatafthreadldx.x+1 - 1] [threadldx.y+1];
float next_x = s_idatathreadldx.x+1 + 1] [threadldx.y+1];
float prev_y = s_idata[threadldx.x+1] [threadldx.y+1 - 1];
float next_y = s_idata[threadldx.x+1] [threadldx.y+1 + 1];
float z_dx = next x T prev_x;

float z_dy = next_ y 1 prev._y;

g_odata [i + ] * width] = float2(z_dx, z_dy);

Shared memory
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Example T Shared memory

__global__ void compute_gradient(float* g _idata, float2* g _odata, const int
width,_const int_height){
shared float s data[10][10 |;

const unsigned int i = blockldx.x * blockDim.x + threadldx.x;
const unsigned int j = blockldx.y * blockDim.y + threadldx.y;

if (i >= width || j >= height)
return;

float value = g_idata[i + ] * width];
s_datathreadldx.x+1] [threadldx.y+1] = value;
__syncthreads();

float prev_x = s_idatafthreadldx.x+1 - 1] [threadldx.y+1];
float next_x = s_idatathreadldx.x+1 + 1] [threadldx.y+1];
float prev_y = s_idata[threadldx.x+1] [threadldx.y+1 - 1];

float next_y = s_idata[threadldx.x+1] [threadldx.y+1 + 1]; ENEEEE

float z_dx = next_x T prev_x; \= TT T 1111
float z_dy = next_ y 1 prev._y; 8+1+1=10

g_odata [i + ] * width] = float2(z_dx, z_dy); Shared memory

} 10P10 toavoidindexout of bounds
33



Example T Shared memory

__global__ void compute_gradient(float* g _idata, float2* g _odata, const int
width, const int height){
__shared__ float s_data[10][10];

const unsigned int i = blockldx.x * blockDim.x + threadldx.x;
const unsigned int j = blockldx.y * blockDim.y + threadldx.y;

if (i >= width || j >= height)
return;

float value = g_idata[i + ] * width];
s datafthreadldx.x+1] [threadldx.y+1] = value;
__syncthreads();

float prev_x = s_idata[threadldx.x+1 - 1] [threadldx.y+1];

float next_x = s_idataJthreadldx.x+1 + 1] [threadldx.y+1];

float prev_y = s_idata[threadldx.x+1] [threadldx.y+1 - 1];

float next_y = s _idataJthreadldx.x+1] [threadldx.y+1 + 1];

float z_dx = next X T prev_x;

float z_dy = next_y 1 prev_y;

g_odata [i +j* width] = float2(z_dx, z_dy); Shared memory
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