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Intro
Language is an amazing tool. So are the mov-
ies. Together, they can create a powerful syn-
ergy capable of altering our minds… Or not. 
Anyway, the question is – how is language 
being used in movies and television shows? 
Could we predict genre only by used words?

Document modeling
As our collective knowledge continues to 
be digitized and stored, it becomes 
more difficult to find what we are 
looking for. We need tools to 
help organize, search, and 
understand vast amounts of 
information. One of the best 
algorithms for modeling 
documents is Latent Dirichlet 
Allocation. However, recent 
developments in the field of ar-
tificial neural networks produced 
models, which can perform and 
scale much better.[1] In addition, they 
are biologically more plausible, hence closer 
to human cognition.

Dataset
Our dataset is a collection of subtitles for 
movies and television shows. The corpus, 
provided by OpenSubtitles.Org, contains 
216,303 documents in English language 
which spread across various movie genres. 
We preprocessed these documents in the fol-
lowing manner:

1. Removing unnecessary information (punc-
tuation, formatting styles, timing, etc.), 
normalizing case of characters and other 
minuscule preprocessing.

2. Stemming – we used Lancaster stemmer 
to eliminate inflections of words to group all 
conjugations together.

3. Selection of 2,000 most common stems 
(excluding stop words) and expressing 
each document as a normalized word 
count of this subset.

Experiment
Our aim is to correctly predict genre of a 
movie solely by occurrence probabilities of 
2,000 most common word stems.

We used Replicated Softmax[1] and Principal 
Component Analysis for obtaining 50-
dimensional semantic codes based on topic 
probabilities. After completing dimensionality 
reduction, we performed embedding onto 2D 
plane utilizing Barnes-Hut-SNE algorithm[2] 

and color-coded each document by genre 
associated with the document.

Color coding
There are 28 distinct genres, such as horror, 
comedy, action, drama, etc. However, these 
genres can freely overlap and thus create new 
classes, e.g. “dramedy”. This factor compli-
cates color coding. In fact, there are 3,201 
unique combinations of genres, so we came 
up with the following solution – we treated la-
bels as another “sensory pathway” – we ap-

plied dimensionality reduction to labels as 
well. By reducing data to lower di-

mension, we could directly map 
embeddings into appropriate 

color space.

Outro
As one can judge by the vis-
ual means, clustering with 

the dominant color clearly 
occurs. This observation hints 

at correspondence between 
language and genre of the movie.

The research undergoes further investi-
gation as you are reading this sentence. And 
also this one.
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Jules:	 English, motherfucker! Do you speak it?!
Brett:	 Yes.
Jules: Then you know what I'm sayin’?
Brett:	 Yes.

Jules Winnfield and Brett discussing
linguistics in the movie Pulp Fiction


