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Is there a universal ethics?

• Consequentialist theories: the right action is 
the one that brings about the best 
consequences:
• For me (egoism)
• For others (altruism)
• For the largest number of people (utilitarianism) 

• Deontological theories: the right action is the 
one in accordance with given principles.

• Virtue ethics: the right thing to do in any given 
situation is what the fully virtuous person
would do.



Utilitarian ethics

• Prefer actions that bring about the best 
consequences for the largest number of people.

• What are the “best consequences”?

• E.g. greatest balance of happiness over unhappiness
or pleasure over pain or equality over unequality

• Question of values
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Questions for you

• What are the values that are personally most 
important to you? 

• What are the values that should be the most 
important to protect as a society/humankind? 



Questions for you

• What is the strongest driver of technological
progress nowadays? Why does it matter?

• Should the progress be value-driven? 
• If so, are we in agreement about those values?

• Should we be so, or the progress can be driven by
plurality of potentially conflicting values?

• If agreement is important, how could to
achieve/promote more agreement?
• try to find an agreement on 3 most important values in your 

group 



Questions for you

• Does science bring inherent values, or is it value-
neutral? 

• If yes, what are the inherent values it promotes? 
Which other values we need to add to ensure it 
serves humanity? 

• If neutral, what values we need to add and what 
should be their source? 



Questions for you

• Are there boundaries that the scientific research 
should not cross? If so, what they are? 

• Are there areas that should be banned/ tabooed/ 
restricted? 
• If so, why? If not, why? 

• How to achieve/enforce that? 



Questions for you

• What can you personally do about it in your current 
life context? 



Stakeholders in technological 
progress
• Tech-developing companies

• Citizens

• Regulators (governments, EU, UNESCO, …)

• Academia

• NGOs 



Tech-developing companies

• The primary goal of companies is to maximize 
economic profit

• Intelligent technologies are a huge commercial 
opportunity

• Competition and time

• Companies can neglect safety and ethical aspects



Solutions

• Governments
• Regulatory legislation – national, EU, international treaties
• Incentivization via public funding
• Supportive infrastructure (e.g. providing training)

• People
• Public pressure, media and NGO
• Voice of respected scientists

• Society
• Ethical policies in companies (examples: Google, Soul 

Machines), independent audit, certification
• Integrative education (humanities for IT and vice-versa), 

cognitive science!

https://ai.google/responsibilities/responsible-ai-practices/
https://www.soulmachines.com/company/values/




Political bodies

• UNESCO: Ad Hoc Expert Group (AHEG, since March 
2020)

• OECD: The Global Partnership on Artificial 
Intelligence

• Council of Europe: CAHAI - Ad hoc Committee on 
Artificial Intelligence (since Nov 2019)

• European Commission: High-Level Expert Group on 
Artificial Intelligence (since June 2018), European AI 
Alliance (June 2018)

• European Parliament: legislation

https://en.unesco.org/artificial-intelligence/ethics
https://gpai.ai/projects/responsible-ai/
https://www.coe.int/en/web/artificial-intelligence/cahai
https://ec.europa.eu/digital-single-market/en/high-level-expert-group-artificial-intelligence
https://ec.europa.eu/digital-single-market/en/european-ai-alliance
https://www.europarl.europa.eu/legislative-train/theme-a-europe-fit-for-the-digital-age/file-white-paper-artificial-intelligence-and-follow-up


EU

• General Data Protection Regulation (GDPR, May 
2016)

• Ethics Guidelines for Trustworthy AI (April 2019).

• Digital Services Act (passed by EP in Feb 2022, now
in negotiation with member states and EC)

• Artificial Intelligence Act (in preparation)

https://gdpr-info.eu/
https://ec.europa.eu/digital-single-market/en/news/ethics-guidelines-trustworthy-ai
https://ec.europa.eu/info/strategy/priorities-2019-2024/europe-fit-digital-age/digital-services-act-ensuring-safe-and-accountable-online-environment_en
https://www.euronews.com/my-europe/2022/01/20/what-is-the-eu-digital-services-act-and-how-will-it-impact-big-tech
https://data.consilium.europa.eu/doc/document/ST-14278-2021-INIT/en/pdf
https://www.euractiv.com/section/digital/news/eu-council-presidency-pitches-significant-changes-to-ai-act-proposal/


Artificial Intelligence Act (AIA)

• AI systems and practices divided by the risk they
pose for EU-protected values.

Zdroj: https://medium.com/@loriaustex/5-things-you-must-know-now-about-the-coming-eu-ai-regulation-d2f8b4b2a4a9

https://medium.com/@loriaustex/5-things-you-must-know-now-about-the-coming-eu-ai-regulation-d2f8b4b2a4a9


Bottom-up approach: is there a 
consensus on AI values?
• Principled Artificial Intelligence: Mapping 

consensus in ethical and rights-based approaches 
to principles for AI

https://cyber.harvard.edu/publication/2020/principled-ai




Ethics Guidelines for Trustworthy 
Artificial Intelligence (HLEG AI, 2019)

• Trustworthy AI should be:

• lawful – respecting all applicable laws and 
regulations

• ethical – respecting ethical principles and values

• robust – both from a technical perspective while 
taking into account its social environment



Ethics Guidelines for Trustworthy 
Artificial Intelligence
• Human agency and oversight: AI systems should empower human beings, 

allowing them to make informed decisions and fostering their fundamental 
rights. At the same time, proper oversight mechanisms need to be ensured, 
which can be achieved through human-in-the-loop, human-on-the-loop, and 
human-in-command approaches

• Technical Robustness and safety: AI systems need to be resilient and secure. 
They need to be safe, ensuring a fall back plan in case something goes wrong, as 
well as being accurate, reliable and reproducible. That is the only way to ensure 
that also unintentional harm can be minimized and prevented.

• Privacy and data governance: besides ensuring full respect for privacy and data 
protection, adequate data governance mechanisms must also be ensured, 
taking into account the quality and integrity of the data, and ensuring 
legitimised access to data.

• Transparency: the data, system and AI business models should be transparent. 
Traceability mechanisms can help achieving this. Moreover, AI systems and their 
decisions should be explained in a manner adapted to the stakeholder 
concerned. Humans need to be aware that they are interacting with an AI 
system, and must be informed of the system’s capabilities and limitations.



Ethics Guidelines for Trustworthy 
Artificial Intelligence
• Diversity, non-discrimination and fairness: Unfair bias must be avoided, 

as it could have multiple negative implications, from the marginalization 
of vulnerable groups, to the exacerbation of prejudice and 
discrimination. Fostering diversity, AI systems should be accessible to all, 
regardless of any disability, and involve relevant stakeholders 
throughout their entire life circle.

• Societal and environmental well-being: AI systems should benefit all 
human beings, including future generations. It must hence be ensured 
that they are sustainable and environmentally friendly. Moreover, they 
should take into account the environment, including other living beings, 
and their social and societal impact should be carefully considered.

• Accountability: Mechanisms should be put in place to ensure 
responsibility and accountability for AI systems and their outcomes. 
Auditability, which enables the assessment of algorithms, data and 
design processes plays a key role therein, especially in critical 
applications. Moreover, adequate an accessible redress should be 
ensured.



Existing organizations in the world

Academic:

• Oxford Future of Humanity Institute Director: Nick Bostrom

• Cambridge Centre for the Study of Existential Risk . Director: Huw Price

• Cambridge (MA) Future of Life Institute - Jaan Tallinn and Max Tegmark

• Oxford Leverhulme Centre for the Future of Intelligence. Director: Huw Price

• Berkeley Centre for Human-Compatible Artificial Intelligence. Led by Stuart Russell

• Berkeley Machine Intelligence Research Institute. Founder: Eliezer Yudkowsky

Academy & industry:

• The AI100 initiative. 

• OpenAI. Elon Musk

Industry:

• The Partnership on AI to Benefit People and Society. Amazon, Facebook, Google, Microsoft 
a IBM.

NGO:

• International Committee for Robot Arms Control. Chair: Noel Sharkey

https://www.fhi.ox.ac.uk/
http://www.nickbostrom.com/
http://cser.org/
http://prce.hu/w/index.html
http://futureoflife.org/
https://en.wikipedia.org/wiki/Jaan_Tallinn
http://space.mit.edu/home/tegmark/
http://lcfi.ac.uk/
http://prce.hu/w/index.html
http://news.berkeley.edu/2016/08/29/center-for-human-compatible-artificial-intelligence/
https://people.eecs.berkeley.edu/~russell/
https://intelligence.org/
https://en.wikipedia.org/wiki/Eliezer_Yudkowsky
https://ai100.stanford.edu/
https://openai.com/blog/
https://en.wikipedia.org/wiki/Elon_Musk
http://www.partnershiponai.org/
http://icrac.net/
http://staffwww.dcs.shef.ac.uk/people/N.Sharkey/


Measures for beneficial AI

• Don’t panic!

• Reflect trends, dedicate personal and material 
resources, analyze situation

• Don’t let the research be (just) profit-driven

• Create a positive vision, have a plan

• L. Floridi et al.: An Ethical Framework for a Good AI 
Society: Opportunities, Risks, Principles, and 
Recommendations, 2018

https://aiforum.org.nz/our-work/publications/
http://dai.fmph.uniba.sk/courses/CSCTR/materials/CSCTR_10sup_goodAI.pdf


Good AI society

• AI for fostering human dignity and promoting 
human flourishing

• Acknowledging cultural diversity, representing 
European approach

• Core values: 
• Secure people’s trust

• Serve public interests

• Strengthen shared social responsibility 



Good AI society

• Four dimensions of human dignity and flourishing
• Who we can become (autonomous self-realization) 

• What can we do (human agency)

• What we can achieve (individual and societal 
capabilities)

• How we can interact with the world and each other 
(societal cohesion)



AI use

• AI used: opportunities

• AI underused: opportunity costs

• AI overused or misused: risks



Positive vision - opportunities

• Quality of life

• Mitigating unequal distribution of costs and 
benefits

• Better coordination

• More efficient use of resources, sustainability 

• Self-imposed choices 
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AI can take decisions that have 
moral aspects



Autonomous weapons

• Military is the biggest sponsor of AI research

• Automation saves lives and cost on “our 
side”, but lowers the threshold for attacking

• It can trigger new arm race

• Black market



Solutions? 

• Initiatives for global ban
• www.stopkillerrobots.org

• “An Open letter from AI & Robotics Researchers“ (Max 
Tegmark, Stuart Russell, Noel Sharkey, Elon Musk, 3000 
AI researchers, Stephen Hawking,  tops of Google, 
Facebook, Microsoft and Tesla, 17000 others)

• Minimal solution: always keep human in the 
decision loop

http://www.stopkillerrobots.org/


Self-driving cars

• Whose life should your car save?

• Classical “Trolley problem”

• Moral machine internet survey (E. Awad et al.: The
Moral Machine experiment. Nature 563, 59–64, 
2018)
• 40 milion decisions, 2.3 milion people from 233 

countries

• Clusters: western (Europe and North America), southern
(Latin America and former French colonies) eastern
(Japan, Taiwan and some muslim countries). 

https://en.wikipedia.org/wiki/Trolley_problem


Controllability 

• Current AI systems: complexity, autonomous 
learning, non-determinism, open-ended 
development 

• Problems
• Control

• Transparency

• Legal responsibility

• Value alignment and moral reasoning



Control and transparency hard



Controllability – Solutions? 

• Control & Transparency
• Hard in distributed systems
• Topic of intense research
• Most of the software is proprietary

• Legal responsibility
• At the moment, a human always responsible
• This may change: financial liability, AI in legal contracts and 

owning property (like corporations)

• Value alignment and moral reasoning
• First we have to know
• Inbuilt values?
• Value education 



Beneficial AI

• Humans are intelligent to the extent 
that our actions can be expected to 
achieve our objectives 

• Machines are intelligent to the extent 
that their actions can be expected to 
achieve their objectives 

• Machines are beneficial to the extent 
that their actions can be expected to 
achieve our objectives



How to achieve a goal

• expected utility 

• probabilistic/Bayesian reasoning 

• reinforcement learning 



Problems

• Example: content selection algorithms 
• maximizing click-through 

• extremists more predictable 
• modifying env (user's mind) to maximize reward 

• raise of fascism, antisystem 
• but other causes too 

• See also a recent report Responsible AI for social 
media guidance: A proposed collaborative method 
for studying the effects of social media 
recommender systems on users (November 2021)

• And I recommend the movie Social Dilemma

https://gpai.ai/projects/responsible-ai/social-media-governance/responsible-ai-for-social-media-governance.pdf
https://www.thesocialdilemma.com/


Goal alignment

• Machines can be very effective in achieving their 
goals

• Following a goal regardless of a context is 
dangerous (Paperclip example)

• Why should machine care about the goals it’s not 
told to care about?



Controllability

• 3 laws of Asimov?

• Off-switch problem: a machine with a fixed 
objective will not allow itself to be switched off and 
has an incentive to disable its own off-switch
• Self-preservation emerges as a sub-goal of any goal (“it’s 

hard to serve coffee if you’re dead”).

• If we build machines that optimize objectives, the 
objectives need to match what we want.

• But we do not know how to define human 
objectives completely and correctly.



Inverse reinforcement learning

• In classical optimization, objective and/or cost 
function known, find policy

• Here the objective is not known, must be inferred

• In RL, we learn behaviour from rewards, in inverse 
RL we learn rewards from behaviour



Principles for beneficial machines

1. The machine’s only objective is to maximize the 
realization of human preferences.

2. The machine is initially uncertain about what 
those preferences are.

3. The ultimate source of information about human 
preferences is human behaviour.



Principles for beneficial machines

• Altruistic machines: No intrinsic value to self-
preservation

• Humble machines: Uncertainty about goal keeps 
human in the loop
• Ask for permissions, do trial runs, accept corrections

• Learn to predict human preferences:
• Human choices reveal info about human preferences 

(heaps of data available)
• Can learn different predictive models for each person 

(can treat differently those who actively prefer suffering 
of others)



Fine-tuning

• Assistance games: The machine associates the 
preferences with the human, not with itself

• Wireheading (hack the game/reward):
• RL works fine if the reward come from “outside the 

universe”. Otherwise hacking is a logical consequence of 
how RL works.

• Solution: reward signal is just an information about the 
reward accumulation (doesn’t constitute it). If hacked, 
the robot will just loose information. 



Complications with human 
preferences
• Loyality to the owner – needs to include 

preferences of other humans 

• Utilitarianism – maximize the sum (weighted linear 
combination) of everyone’s utilities
• Equal weights

• Weights proportional to how well the individual’s prior 
beliefs match the unfolding reality



Problems with utilitarianism

• Minimize human suffering by ending human 
existence

• Maximize the sum of benefits by changing 
population size

• Problem of scaling 

• Pride and Envy: 
My_wellbeing = my_intrinsic_wellbeing + C*wellbeing_of_others

• (C is a caring factor, can be positive, negative or zero)



Summary

• We need to take controllability of AI seriously

• Be aware of your own values

• Approach the AI control problem scientifically, find 
a practical solution



Other resources

• https://philpapers.org/browse/ethics-of-artificial-
intelligence/ 

• https://ec.europa.eu/programmes/horizon2020/en/h2020-
section/responsible-research-innovation 

• https://onlinelibrary.wiley.com/doi/abs/10.1002/978111855
1424.ch3 

• https://academic.oup.com/spp/article/39/6/751/1620724 

• https://medium.com/datadriveninvestor/12-organizations-
saving-humanity-from-the-dark-side-of-ai-bce8c9da1ea5 

• https://www.weforum.org/agenda/2016/10/top-10-ethical-
issues-in-artificial-intelligence/ 

• https://www.partnershiponai.org/about/ 

https://philpapers.org/browse/ethics-of-artificial-intelligence/
https://ec.europa.eu/programmes/horizon2020/en/h2020-section/responsible-research-innovation
https://onlinelibrary.wiley.com/doi/abs/10.1002/9781118551424.ch3
https://academic.oup.com/spp/article/39/6/751/1620724
https://medium.com/datadriveninvestor/12-organizations-saving-humanity-from-the-dark-side-of-ai-bce8c9da1ea5
https://www.weforum.org/agenda/2016/10/top-10-ethical-issues-in-artificial-intelligence/
https://www.partnershiponai.org/about/

