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Abstract—At the Department of Applied Informatics at Come-
nius University, we follow a tradition of Artificial Intelligence
(AI) study programs since the early 90s. Recently, the focus
has widened towards Cognitive Science, where our department
participates in an interdisciplinary international master program.
Building upon the ideas of embodied intelligence, we are making
efforts to include robotics experiments, studies, and projects
into both programs. In this paper, we discuss our activities
and present a sample student semester project that researches
the important problem of learning robot environment using a
predictive recurrent neural network (RNN) that is learned using
state of the art evolutionary algorithm, namely NEAT - the
NeuroEvolution through Augmenting Topologies, which stands
out in its ability to evolve both the weights and the topology of
RNN. The project brings new results, and provides a scenario
for getting graduate students invloved in the academic research.

I. INTRODUCTION

Robotics as an interdisciplinary field attracts the interest
of various groups. On the one hand, electrical engineers who
focus on automation and control engineering study robotics
systems from the point of view of how to build and intercon-
nect sensors, actuators, and power cells. They are concerned
with processing the signals and build controllers that provide
suitable responses, and steer the systems to achieve the in-
tended behavior with maximum accuracy. On another hand,
machine engineers study the different morphologies of robotics
systems, how they can perform motion and manipulation,
exhibit stability, durability, safety, and be power efficient.
Yet another point of view is that of computer scientists, or
AI researchers who are interested primarily in the logic of
the control, what and under which circumstances the robot
should do, and should not do, how could it be trained to
do so, what algorithms should it use to perform its tasks.
Thus AI researchers usually reason about implementing some
intelligent behavior of robots that have already been built
earlier outside of their lab. At the Department of Applied
Informatics, we follow this third perspective, although we feel
the era has finally arrived when the different perspectives can
effectively be combined in interdisciplinary teams. We attempt
to achive that through cooperation.

Our students are introduced to robotics in the third year of
the undergraduate student program in the course Algorithms
for AI Robotics. The course combines theretical lectures with
practical exercises and project work. The lectures include
basic introduction to concepts of sensing, locomotion, nav-

Fig. 1. E-puck robot navigating the practice Micromouse maze.

igation, and control, as well as selection of AI Algorithms
that have the application in robotics. These include bayesian
and probabilistic approaches, reinforcement learning, several
evolutionary methods (learning classifier systems, CMA ES,
NEAT), some vision algorithms (SIFT and SURF, Fly Al-
gorithm). In the exercises, we provide the students with
several introductory hands-on activities with various platforms
- LEGO Mindstorms NXT, SBOT robots (a simple educa-
tional modular differential-drive robot built within our group
with bootloader-enabled AVR microcontroller, bluetooth radio,
and basic set of sensors), and Robotnacka platform with
its remotely-controlled robotics laboratory. The exercises are
particulary appreciated by the students as this is one of the
few courses where they get some practical experiences. In the
second part of the course, students work on various projects
of their own choice. These include robots that participate
in robotic contests, various improvements of the platforms
in our laboratory, but mainly various exercises of learning
algorithms for robots. In one project, for an example, our
students designed an algorithm for the E-puck robot to solve
the maze navigation task for the Micromouse contest that is
annually held as part of the Istrobot contest [1], see Figure 1.

Our graduate students have the opportunity to get involved
with robotics in a practical seminar, and the visiting students of
the cognitive science study programme also in their semester
project. In addition, every year, several students choose bach-
elor and master theses in the area of robotics. These include
the studies on localization, mapping, simple 3D vision, or
using robots in primary or secondary schools. All these works



have the advantage of being applied and motivating, A care
has to be taken to provide the students with the hardware
and software setup that is consistent and proven to work to
avoid the possible technical traps that could make the project
unfeasible.

In the remaining sections of this article, we present an
example of a semester student project in cognitive science that
combines the evolutionary methods with a recurrent neural
network controller that learns the map of the environment
in such a way that it is able to predict the next sensory
inputs based on the current sensory inputs and the control
commands sent to the actuators. The following sections ex-
plain the background and motivation, the task, the evolutionary
algorithm, the implementation, the experiments performed,
and the coginitve connections.

II. MOTIVATION

Our work is inspired by the approach of Tani [16], and its
follow-up of Nolfi and Tani [12]. The basic idea is to develop a
software mechanism that can effectively predict what is going
to happen in the environment next, if a mobile robot that is
navigating in that environment takes a particular action. The
sofware mechanism thus receives the current sensory percepts
and the intended action and should estimate the next sensory
perceptions. Nolfi and Tani in their previous work utilized a
complex architecture of two feed-forward, backpropagation-
trained neural networks arranged in a predefined topology
with one extra winner-takes-all self-organized network in the
middle of the two. By this choice, they had to make a guess
on the topology, which was not guaranteed to be the correct
choice. For instance they bounded the interface between the
second and third networks to be only one of three values
(index of the winning neuron). Such topology would have to
change each time the structure and complexity of the task
and environment changes. We are also not so convinced by
their layering approach. On the contrary, we suggest to solve
a similar task using a recurrent neural network with both
topology and weights evolved. This allows the method to select
the appropriate topology, and tune the weights to perform the
task required. A state-of-the-art method NEAT [14] has been
shown to be able to find the RNNs for complex tasks [15]. In
addition, we will assume a robot navigating in the environment
randomly as contrasted to a deterministic behavior of Nolfi.

Prediction in general is one of the elementary and well
studied tasks [3], despite that we are not aware of others
applying this method on the selected task, altough a similar
task was studied in [6]. We follow the setup of Nolfi and
use an embodied learner - The Khepera Bot[11], In a series
of succeeding experiments, we performed a learning task
with a population of simulated Khepera-like robots. Both
versions, the real and the simulated ones are able to determine
the distances to obstacles with built-in ultrasonic or infra-
red sensors. Each robot is free to move in the environment
avoiding obstacles and room boundaries. Our work started
with specifying concepts, that had to be fulfilled during the
whole set of experiments. How they were solved and what

problems we encountered can be found in the following
sections.

• We know that running a neuro-evolution with real robots
is very time consuming, so we will simulate the pro-
cess. As a logical consequence of this step, we have
to choose an appropriate Khepera-like simulator and a
neuro-evolutionary framework.

• We want the complexity of the environment to be increas-
ing during the set. We want to start with a simple circular
environment and move on to more complex shapes.

• The starting pose of the Khepera-like agent will be ran-
dom in all runs. We will add a random movement pattern
into the behaviour of the agent to ensure generalization.

• Selecting the starting genome is a non-trivial task for the
neuro-evolution. Starting too complex can slow down the
solution convergence or totally miss a global optimum. It
is a principle in NEAT to start with a zero genome and
let the framework build upon the combinations that prove
useful.

• We wish to see how can both sensory and motor values
be combined and how do both contribute to the sensory
prediction. We therefore performed multiple runs with
different number of sensors.

• Among the variables each neuro-evolution depends on are
adequate evolutionary parameters (mutation coeffcients,
mating probabilities, cross-species mating, recurrence
probabilities, number of hidden nodes)

• In the beginning, we do not know how many individuals
and generations will be required to solve the problem. We
will find these values empirically. Once found the values
will be fixed across all experiments.

III. TASK

As introduced above, the task deals with a simulated
Khepera-like robot. The simulator should satisfy the following
requirements:

• create simple obstacle patterns,
• measure distance to the next obstacle in a given direction

with a set of built-in sensors,
• use eight different distance sensors - four in the front, two

at the sides and two in the back. We expect the sensors
to be noisy, forcing the network to generalize,

• simulate movement of the agent and provide a reading of
the motor action,

• real embodied agents do not move with an exact distance
during each run, this must be accounted for,

• update the sensory reading based on the current pose in
the surrounding environment,

• generate environments with obstacles of increasing com-
plexity, we did not solve this requirement completely.

A. Khepera Simulator v2

The neuroevolution builds on top of a simulated khepera-
like robot. We used the Khepera Simulator v2 by Olivier
Michel from the University of Nice Sophia. It uses an older



Fig. 2. Real and Simulated Khepera [9]

version of the C standard, but could be adapted to our current
needs.

Khepera was first developed in 1992 as a research and
teaching tool by the Swiss Research Priority Program. Because
it is a simple, robust and miniature mobile robot it is still
widely used for research and educational projects. It commu-
nicates over a serial port with any application written for this
purpose. Because our goal was a successful neuroevolution we
would need a long period of time to run all generations and
genomes on one single hardware and therefore decided to use
a simulator that can be accelerated in timely manners.

The simulator creates an environment of 1m×1m, in which
obstacles (bricks) and light sources (lamps) can be placed.
Before the environment can be used for further spatial tasks,
the graphical interface has to be scanned. This has shown to
establish difficulties with randomly placed obstacles, as every
placement would have to be scanned into the environmental
data file and the whole application would be slowed down
considerably.

The Khepera-like robot includes eight infrared sensors
allowing it to detect obstacles in many possible directions. The
distance to the closest obstacle is represented by a 10bit value.
The range of the infrared sensor is approximately 7cm and all
obstacles further than this threshold return only random noise.
The distance is an inverse function with 0 − 10 meaning no
immanent object and 1023 being right next to an obstacle.
Because of the built-in artificial 10% noise function these
values are only approximations of the real distance.

The motors of the Khepera can take values between -10
and 10 and also have a 10% noise built-in. Both motors
can run backwards allowing the Khepera to turn in place.
We used a random movement function with different motor
values each five steps. If there was an obstacle found on the
side of the Khepera, it turned to the opposite direction.

B. Evolutionary Algorithm

We used NEAT because of its interesting attributes and
abilities. It was developed by Stanley [14] and we used a Java
implementation.

Neuroevolution
Neuroevolution is a class of search algorithms based on
evolution and neuronal computation, both being inspired from

Fig. 3. A simulated circular room with the Khepera robot inside

the nature. Every individual found by a neuroevolutionary
algorithm represents a point in the search space. By point
we understand either the connection weights, as common in
some approaches, or both the connection weights and the
topology of the network. The goal of a neuroevolution is to
find one or more individuals that approximate global optimum
of the search space. The search is parallel, working on a
population, i.e. a set of individuals that are modified and
combined using evolutionary operators. A set of the optimized
parameters (in this case, nodes and connection genes) form a
Genotype(genome) of the network and is further discussed in
later sections. The actual network that is further evaluated by
the objective function is the Phenotype.
Stochastically selected individuals with higher fitness values
are allowed to mate with other fit individuals in order to
create offspring that form the population in the new generation.
A combination of two fit genotypes using the cross-over
evolutionary oepartor generates with some probability even a
better set of parameters. To ensure that the whole search space
is potentially covered by individuals a mutation probability is
introduced. Mutation changes a selected individual depending
on the mutation strength and creates a new point in the search
space. It is a fact that many of these individuals are unfit
and will be discarded in the course of the evolution. Still,
this process is necessary in order to traverse the whole search
space and therefore find the global optima.
NEAT diverges from many NE algorithms in the way it sees
the search space. NE usually tries to find the optimal set of
parameters for the given network topology, not adapting the
topology itself. NEAT modifies the search space by adding
or subtracting dimensions to/from the genotype. In praxis this
means modifications in the number of connections between the
nodes, or in adding new nodes to the network. Therefore we
are not required to perform previous research of the search
space and an optimization of the number of nodes. We do
not even require knowledge whether particular input nodes
contribute to the overall change in the output. All this is
searched and tested along with the other parameters by NEAT
itself.

Nodes and Connections
Nodes represent an abstraction of the neurons present in the
living brain. They can be connected together to form an
Artificial Neural Network. Most ANNs are constructed of



Fig. 4. The jNEAT GUI

layers. In principle there is an input layer of sensors that
receive information from the environment, an output layer that
simplifies the reaction of the individual to the stimuli that is
returned to the environment and finally a variable hidden layer
that performs the transformation of input to output. The hidden
layers of our evolved networks consisted of multiple layers
with variable number of neurons each.
Connections are an abstraction of the synaptic connections
between neurons. Every neuron has an activation function
Fa that is dependent of the weighted sum of incoming con-
nections. yj = Fa(

∑
j wijxij) . Connections can be either

positive (excitatory) or negative (inhibitory) and always have
a direction (from input via hidden to output).
Some of our networks have intra layer connections (output-
to-output or recurrence). This is important so that the network
can have an internal state and solve task that are not purely
reactive.

Genome
Every neuroevolution framework uses a different Genome for
specifying the network topology (Phenotype). NEAT uses a
representation that specifies node types (input, output, hidden)
and connections/links (with from node, to node, recurrence
flag and weight). Genes not only identify links but also get a
unique identification number that helps the evolution to cross
only equivalent connections.
Many NE genotypes have the problem of Competing Conven-
tions. The same configuration of network weights can be seen
as a permutation of its connections. A network with 3 hidden
nodes can have 3! = 6 equivalent encodings. All of them will
have the same fitness and if mated together they will create an
offspring with a drastic loss in functionality. If each connection
( a gene ) has its own unique identification number as it is in
NEAT, this problem cannot occur. Connections between input
node 1 and hidden node 3 will only be mated with connections
between input node 1 and hidden node 3.

Starting Genome
NEAT uses a starting genome, with all input and output nodes
and optionally with some number of hidden nodes. There can

be either no connections, or all nodes can be interconnected.
One of the principles of NEAT is to start as small as possible. It
is the task of NEAT itself to create the topology of the network.
One does not need to specify connection weights for the
starting genome as this is varied across the individuals of the
first generation. In fact the starting genome only specifies the
topology of the network. We tried multiple starting genomes
ranging from no connections to every-input-with-every-output
thus recurrent connections on the output side. We noticed
that it is mostly the best practice not to start with a simple
genome, but to provide a certain starting complexity. With no-
connections at the start of the evolution we created a network
with interconnected thus recurrent nodes at the 30th-50th
generation. Therefore starting with a more complex network
saves computational time and shows no difference in the final
network topology.

Species
We are solving a multimodal problem. Each of the multiple
optima can be located in a different part of the search space.
Speciation included in the NEAT protects the population from
premature convergence towards a sub-optimal solution. It also
groups genotypes into similar problem solvers. Because indi-
viduals share the fitness of other individuals in their species,
(see below), they are given time to optimize their structure
for a given problem before competing with the other species.
Whether individuals belong to the same species is determined
by the Compatibility Threshold.
The weakest individuals of each species are eliminated (a
fraction of 1-Surv Threshold = 80%) and a random pairs of the
remaining ones are allowed to reproduce. The best individual
in the species always survives as long as the whole species is
not eliminated.

Fitness Sharing
Introducted in [4] NEAT uses a technique to limit the size of
a species by forcing all individuals to share their fitness with
all other individuals. Even if many organisms perform well,
the species cannot grow too big taking over a large portion
of the population. It is a crucial limitation to support multiple
search subspaces. The outcome of the fitness sharing is that the
number of individuals reserved for a species is proportional to
the average fitness in that species.

Generations
In our experiments 200 generations were enough to find a
stable genome for the given task. We separated the experiment
into smaller 20-40 generation sessions to protect ourselves
from unexpected interruptions. After a time (drop-off age + 5)
jNEAT starts a delta-coding process and creates a completely
new set of species. This causes a drastic decrease in the
number of species and mostly no advantage in the means of
average fitness.

Evolution Parameters
The Table I shows some of the evolution parameters as they
were set in our experiments. Value represents the optimal
parameter and Range the meaningful value interval across
different types of experiments.



TABLE I
PARAMETER VALUES

Parameter Value Range Description
Weight Mut 0.1 0.1-2.0 Mutation power of the

connection strength
Recurr Prob 0.2 0.2 - 0.3 Chance that a link will be

recurrent
Compat Thres 3.0 3.0-5.0 Similarity measure of in-

dividuals in one species
Age Signif 1.0 1.0 Inverse boost for new

species
Surv Thres 0.2 0.2-0.4 Percentage of species al-

lowed to survive
Mut Only Prob 0.25 0.25 Probability that reproduc-

tion will have no cross-
over

Add Node Prob 0.03 0.-0.03 New gene will be added to
the genome

Add Link Prob 0.1 0.05-0.2 New connection will be
added to the genome

Pop Size 100 50-400 Number of genotypes in
the population

Drop-off Age 25 1-400 Maximal age of a species
before being penalized. In
original NEAT this value
is called maximum Stag-
nation

Recurrent Connections
The task of the EA was to find a function that was dependent
of preceding steps of the robot. A network that solves such
a problem must therefore include the previous state into its
prediction model. This is enabled by recurrent connections.
We used a recurrence parameter of 0.2 and in average one
recurrent connection was adopted in 30 generations. In the
resulting model all output nodes had recurrent connections to
themselves.

C. Known Issues

• The delta coding process recodes all genomes into new
species if there is a stagnation in the evolution. This
process is implemented in jNEAT to start after DO + 5
generations without a fitness winner. A value of 0 for the
Drop-off-age turns off this criterion but anyways starts
the delta coding process every fifth generation. If there
should be no Drop-off in the population the value has to
be set to MaxGeneration or higher.

• jNEAT only reads parameters on startup. So if the evolu-
tion is stopped and the parameters are changed the whole
application must be restarted.

IV. TERMINOLOGY

A. Error

In this work the term Error refers to the sum of differences
between the actual and the expected sensory reading. We had a
sum of 5 sets of runs with 2000 steps each. The average/worst
run was used for the evaluation of the network. The maximal
error is equal the number of sensors times the number of steps:
2000 ∗ 2/4/6/8 = 4000/8000/12000/16000. As explained in
Section III-A, the Khepera simulator provides sensory readings
with a ±5% margin of noise. Values below 0.1 that are
physically out of the sensors range are randomized between 0

and 0.1 providing virtually no meaningful values. The noise
for all other distances can range from -0.05 to +0.05.

In two consecutive steps the worst case will be the double
noise margin. in the worst case of prediction error a total
difference of 0.1 has to be tolerated as faultless. The worst
error of a perfect predictor (minimal error) is 2000∗0.1∗2/4 =
400/800.

For each error larger than 0.3 there was an extra penalization
in the form of an additional error value of 1. An error of 0.35
therefore becomes 1.35. In some experiments we used an extra
penalization measure of 5 if the error was larger than 0.5 (0.51
becomes 6.51).

maxError = Sensors ∗Runs
minimalError = Sensors ∗Runs ∗ 0.1

B. Fitness

We used different fitness functions for different experiments.
All have in common that they are dependent of the total
penalized error and that the maximal available fitness is 1000,
with 0 error. The basic fitness function normalized to the 0-
1000 scale was:

fi = (maxError − Errori)
2 − Pen2

Pen =


0, if Errori < 0.3

1, if 0.3 < Errori < 0.5

6, if 0.5 < Errori < 1.0

The limited visibility of the Khepera robot made most of
the values fed to the network be in the range 0 to 0.1 causing
a very high average fitness.

For additional evolutionary pressure, all fitness functions
were sigma-scaled before used in the evolutionary selection.

SigmaScaleFactor = 1 + (fi−f)
2σ

The mean f and stdDev σ was not computed from the
current but from the closest passed generation. As the fitness
functions from all the networks in the generation ranged from
0 to 900 having a high standard deviation, this scaling was of
very little use. Even with a low mutation coefficient a mean
value shifted between 400 and 600 with a standard deviation
of 40.000-80.000.

V. IMPLEMENTATION

Our application makes use of several different libraries and
programming languages. The Khepera Simulator runs an older
C code and is written for Linux. It can be started under Win-
dows with Cygwin or other Linux simulating environments.
Currently the application only works under Linux or Mac OS
X, because Cygwin cannot be started from Java. The main
application and the jNEAT are all Java based and provide the
main GUI. The entry point is jNeatMain and its main function
that can be called without any parameters.
The first step is to load parameter values for the evolution. It



TABLE II
FITNESS OF NAIVE PREDICTORS, 2 SENSORS, CIRCULAR ROOM, DATA

FROM 10 RUNS

Predictor Min Max Mean Median σ mean error
Rnd (pen) 0 0 0 0 0 14476.5
Rnd (0 pen) 262.1 275.6 268.9 270.3 24.5 1949
0.5(0 pen) 163.3 206.2 182 182.5 108 2293
Zero 456.2 816 667.1 677.7 8144 796
Naive 855.5 958.2 925.9 932.4 508 158
Nv(0 pen) 972.5 976 974,5 977.2 15,2 52

can by default be found in the resources folder and it should
be enough to press load default. Parameters and their values
are discussed in a section III-B.
After the parameters have been set the user can move on to the
second tab called session parameter. Here we define data input
and output pairs, the fitness function and the starting genome.
The epoch parameter equals to the number of generations. A
predefined file can also be loaded.
We can start the simulation by pressing start under the start
simulation tab. After the defined number of generations the
application stops and writes the last generation into a separate
file - primitive. All generations and their species can be found
in the output folder.
The Khepera simulator is started from within the main ap-
plication and it must not be started by the user. Because the
simulator is a separate application that is not meant to be
part of the main applications core, it is required to make the
simulators source. Any changes to the simulator - number
of runs, behavior functions, number of steps... have to be
recompiled and often changed in the main application as
well. All changes to rooms (new ones and not predefined
experiments) have to be changed in the C code as well.

VI. EXPERIMENTS

In this section we provide the reader with an overview and
summary of the experiments we have done: there was a total
of six naive predictors and eight predictor networks in three
types of rooms. Networks varied in their number of sensors,
the penalization and their fitness function.

A. Preliminaries

A part of the preparations was the evaluation of all evolu-
tionary parameters. In addition to operator probabilities, this
involves the population size and the number of iterations.
All this, has already been presented in this paper. Before
experimenting with ANNs, we wanted to see how various
naive predictors solve the task. Their summary is shown in
Table II.

Random Predictor
Is a predictor that answers with a random number between 0
and 1. Fitness in case of penalization is set to 0, because the
penalized errori is above maxError.

ZeroPointFive Predictor
Always predicts the expected average value of 0.5. We can
see that this expectation is not accurate, because the Khepera

TABLE III
ALL CIRCULAR PREDICTOR NETWORKS

Network Min Max Mean stdDev mean std err
Circular 2 920.2 993.1 945 193 55.3
Circular 4 817.2 908 875.4 571.4 128.8
Circular 6 741.1 854.1 798 896.6 201.4
Circular 8 728.4 838.7 792.8 921.7 219.2
Naive 2 855.5 958.2 925.9 508 79

is mostly out of its average sight range. A fitness of 182 is
very inaccurate.

Zero Predictor
The zero predictor always predicts the next input to be zero.
This is due to the fact, that most of the time the Khepera
is out of range of its sensors and only noise is recorded. A
zero predictor is a good measure to see if it would be best
for the network not to solve the main problem, but just try
to approximate the noise. As we can see in Table III the
average fitness of a zero predictor for the circular room with
two sensors is 667.1 while being penalized. It is not the best
possible outcome but still very above average for a random
guess (fitness = 268.9).

Naive Predictor
The Naive Predictor is the first predictor that actually uses
the sensory information. Without looking at previous runs, the
naive predictor easily predicts the same value as it reads from
its sensors at the time t. This would be equal to a genome
with only one connection from sensor i to output i with a
constant maximal weight of 1.0. As we can see from Table
III the fitness for a Naive Predictor is very high. We expect
the fitness of a trained network not to fall below 800, which
then would still be worse than a naive predictor.

B. Circular Room

For the comparison sake we introduced a new measure the
standardized error per sensor. The error reported in Tables
III,IV is divided by the number of sensors used for prediction.
Because fitness is independent of the number of sensors it
is a standardized value per se. All values in Tables III, IV
are computed from the best individual in 25 randomized trials.

We started the experiment with a circular room without any
obstacles in the room with two front sensors active. This is also
the scenario in which all naive/random predictors were tested.
The only network that performed better than a naive predictor
was a simple two sensoric representation. As we can see in
Table III the normalized error of 55.3 lies below expected
minimum of 200 (2000∗0.1). This points out this mean value
is very satisfactory and even worse values can be tolerated. An
average of 10 steps out of 2000 were not predicted correctly
by this network. This network of the 153th generation is in
the appendix.

The second experiment used slightly more sensors: 2 (left),
3(front-left), 4(front-right) and 5(right). The best prediction
was achieved by a network of the 120th generation and species
49. The normalized error of 128.8 still lies below expected



Fig. 5. Fitness by Iterations in a 2 sensors run

Fig. 6. Fitness by Iterations in a 8 sensors run

minimum. There is no need for further evolution of this type
of network. We noticed a dependency of given prediction from
the previous near-by sensory output. This link was extablished
by NEAT itself and was not included in the starting genome.

The third and fourth experiment using six and eight sensors
respectively, could use more evaluations of the networks
genome. Both stanardardized error values lie above the ex-
pected minimum. The standard deviation also shows a very
unstable prediction performance. We think that using multilay-
ered evolution scenario might improve the prediction outcome.
After two houndred generations, both networks became very
big slowing down the solution convergence. After computing
the network topology with NEAT with a maximum of one
houndred generations we would suggest to perform a standard
evolution on top of the existing topology, without adding or
removing genes.
C. Quadratic Room and Triangle Room

The similarity in outcomes in Tables III and IV across
different types of rooms shows us, that NEAT is able to
compute the best genome for all tested types of rooms. See
Table 8.

TABLE IV
OTHER ROOM PREDICTORS

Network Min Max Mean stdDev mean std err
Square 4 841.6 935.1 894.1 617.2 108.8
Square 8 386.6 902.9 788.9 7415.9 223.6
Triangle 4 852.3 961.7 892.3 726.7 110.8
Triangle 8 654.1 876.8 806.4 2634.8 204.0
Naive 2 855.5 958.2 925.9 508 79
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Fig. 7. Average Fitness for all rooms per Iteration

Fig. 8. Error by iterations for a Quadratic Room with 4 Sensors

D. Learning Outcomes

The neuroevolution we applied to all our rooms started
with a minimal genome. There were no hidden nodes, no
recurrent nodes and a minimal set of connections. After a
few generations a basic template emerged, that used previous
output activation as reference. The biggest change in the
output was caused by the activation of the same sensor, other
sensors contributed with a lower ratio. The specific structure
of the room and the fine tuned genome was computed after
another 100-150 generations. The structure of all available
final networks is very similar. There is a dependence on:

• current input of given sensor i
• previous input of sensor i
• previous prediction for sensor i
• current near-by sensory readings
• previous near-by sensory readings
• motor readings

This list of dependencies was developed by NEAT itself along
the topology of the evolved network. They were identified
from weighted genome graphs such as in Figure 9.

VII. A COGNITIVE AGENT

Our model of sensory prediction is in principle very similar
to an abstract visual pathway located in the human brain.
The biological original does not work in a purely feedforward
manner. We have to keep in mind that 80% of the input to
visual processing areas (such as the LGN) actually come from
the same area. Only the remaining 20% come from the actual
visual sensors. Our framework partly approximated this in
including recurrent nodes that combine previous activations



Fig. 9. Example network phenotype for a 2 sensory network after 40
generations. Numbers represent unique identification numbers for nodes. 1
and 2 are sensor readings and 3 the motor reading.

with the current input. There is of course no claim that this
abstraction is biologically valid in any sense, but it is not a
simple input-output forwarding function. If we would pre-
process the data and create more complex rooms, a robot
should be able to introduce means for information filtering and
attention. This was not implemented, but in surely emerged
relatively early in the biological evolution. We also know that
higher level cognitive feedback modifies the processed input
that reaches the cognition itself. Our work uses a simple model
for both sensory representations and the agents feedback.
To make the model more biologically valid, we would need
devices that provide much more informational divergence that
the IR distance sensors. In principle it should be the task of
the agent, to find and extract the relevant information from
any available reading. Along all the cognitively implausible
outcomes, this one was held true. We provided the robot with
sensory readings that were partly irrelevant for many of the
sensors that were to be predicted. Yet each sensor ’selected’
only the useful information. Attentional mechanisms are by no
coincidence an integral part of the cognition. Our agent had
no explicit representation of either obstacles or free space.
The motivation of the agent used in our experiments was
purely extrinsic and the actions (obstacle avoidance, random
movement) were alien to the agent. What our experiments
showed is the relevance of all sensory information. In the
topology of the network developed by NEAT we see, that
not only current readings, but previous prediction, inputs and
outputs of other sensors and motor actions were of relevance
alike the real embodied agents.

VIII. CONCLUSIONS

In the article, we have showed how a student semester
project in cognitive science uses robotics task to learn about
various methods of AI. The resulting work represents a
tangible research result and advances the academic research.

Selecting the open-ended research problems for the student
work is not only useful to motivate them to further studies, but
it is a nice opportunity to identify issues that could otherwise
easily remain overlooked.

In particular, the student work showed how neuro-evolution
frameworks such as the ’NeuroEvolution through Augmenting
Topologies’ extract relevant information from the environ-
mental readings and create a meaningful network topology.
We provided an overview of the terminology used in neuro-
evolution and an array of parameters that have to be specified.
In the future work, we could add variable obstacles. The
performance of the learning algorithm could be improved by
clustering the input signals into different groups and then bal-
ancing the number of samples from each group. For instance,
the robot may spend most of the time far from obstacles,
when the prediction task is easy, and only few time steps in
front of obstacles, when the data are critical. Filtering out
this duplicit information should result in a faster convergence.
Another interesting direction could include the prediction into
the behavior control and action selection of the agent. The
project source code is available at [5].
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