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Pragmatic Bootstrapping: A Neural Network Model
of Vocabulary Acquisition

Gregory A. Caza and Alistair Knott
Department of Computer Science, University of Otago

The social-pragmatic theory of language acquisition proposes that children only become efficient at
learning the meanings of words once they acquire the ability to understand the intentions of other
agents, in particular the intention to communicate (Akhtar & Tomasello, 2000). In this paper we
present a neural network model of word learning which proposes a possible mechanism for the
dependence of efficient word learning on the concept of a communicative action. The key idea in
the model is that communicative actions are initially identified by a child as cues which predict a
reliable mapping between concepts and words in an otherwise noisy training environment. Once
the significance of communicative actions has been learned, the child can selectively engage an
associative word-learning mechanism when communicative actions are recognized.

INTRODUCTION

How do infants begin to learn the meanings of words? A cluster of abilities, which emerge at dif-
ferent developmental stages, are involved in this process. Infants first need to learn what words
are, that is, to recognize words as phonological units. Infants can identify some articulatory regu-
larities in their mother tongue at around 4–5 months (Burnham & Dodd, 2004); by 8 months they
are able to recognize regularities in a sequential stream of phonemes and use these regularities
to identify word-like units (Saffran, Aslin, & Newport, 1996). Infants also need to form a set
of nonlinguistic “concepts” to be associated with the words they hear. By 8 months, infants can
recognize many common objects and actions (e.g., Spelke et al., 1994; Baillargeon, 1995) and
thus have a set of simple concrete concepts. At this point infants can begin to learn associations
between words and concepts. To begin with, infants’ vocabulary is passive; the first passive words
are acquired at around 8 or 9 months (Fenson et al., 1994; Schafer, 2005). The first spoken words
begin to emerge at around 10 months (Bates et al., 1988). But it is really during the second year
of life that word learning gathers momentum. Over the second year of life, there is a dramatic
increase in the rate at which new words are learned (O’Grady, 2005). The question of whether
this increase is sharp enough to count as a “vocabulary spurt” has prompted much debate, the
consensus now being that it does not (Bloom, 2001; Ganger & Brent, 2004). However, the ques-
tion of what mechanisms are responsible for the increase in learning rate is still very much alive.
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In this paper, we will focus on the mechanisms which underlie the increase from the onset of
spoken word learning (at around 10 months) to around the middle of the second year. We will
explore these mechanisms using computational models.

There are several models of early word learning. The most parsimonious models propose that
word meanings are first learned using a general-purpose associative mechanism, which detects
statistically defined correspondences between the words a child hears and the concepts which
reflect his current sensorimotor experiences (e.g., Plunkett et al., 1992; Siskind, 1996; Yu &
Ballard, 2007). The basic assumption is that the child’s “teachers” are likely to be talking about
the same objects and actions which the child is looking at.1 This may be because they are talk-
ing to the child or simply because speakers often talk about their sensorimotor environment.
In either case, co-occurrences between words and the concepts they denote will happen more
often than by chance. Under these circumstances, a mechanism which strengthens associations
between concepts and words when they co-occur is able to learn word meanings. Computational
models typically assume a stream of words heard by the child and a parallel stream of concepts
denoting his sensorimotor experiences (e.g., Siskind; Yu & Ballard). Associations are strength-
ened between a concept evoked at time t and any word occurring within a temporal window
of t. The temporal window is used to model the role of phonological short-term memory—the
“phonological loop”—in vocabulary acquisition (e.g., Baddeley, Gathercole, & Papagno, 1998).

We are seeking a model of vocabulary acquisition which can explain the increase in word
learning rates from 10 to 18 months. Some models invoke a notion of bootstrapping, whereby
the child’s initial vocabulary, acquired through pure statistical learning, permits the emergence
of a more efficient word learning mechanism (e.g., Regier, 2005). Other models attribute the
increase in word learning rates to the emergence of particular cognitive abilities during the same
developmental period. Several recent theories propose that learning words from a mature speaker
requires an ability to draw inferences about the speaker’s mental states (Bloom, 2001; Tomasello,
2003). The required mind-reading abilities begin to emerge at roughly the time when words begin
to be learned and develop incrementally over several years, so the development of mind-reading
abilities may be one cause of the increase in word-learning rates. We will focus on a version
of the theory articulated by Tomasello and colleagues (Akhtar & Tomasello, 2000; Tomasello,
2003), called the social-pragmatic theory of vocabulary acquisition. Tomasello proposes that
word learning begins at the point when a child becomes able to recognize communicative actions,
and the communicative or referential intentions which underlie these actions. Recognition of a
communicative intention is assumed to have much in common with recognition of the intentions
which underlie regular motor actions, such as reaching for an object, which are also developing
around the time word learning begins. For both motor actions and communicative actions, a
key component of intention recognition is an ability to establish joint attention with the agent,
that is, to follow the agent’s gaze and determine what she is looking at. Children’s abilities
to recognize the intentions behind motor actions develop significantly from 10 to 18 months
(Baldwin et al., 2001; Meltzoff, 1995), as do their gaze-following abilities (Butterworth & Jarrett,
1991). Tomasello and colleagues argue that these skills are essential to rapid word learning in the
second year of life. Strong support for this theory comes from experiments (e.g., Baldwin et al.,
1996; Woodward & Hoyne, 1999), which suggest that infants will follow the gaze of an observed

1We will assume the teacher is the child’s mother, and the child is a boy.
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speaker to determine the referent of a new word the speaker is using. It has also recently been
found that children’s ability to establish joint attention at 12 and 18 months is predictive of their
language ability at 24 months (Mundy et al., 2007).

While there is some empirical support for the idea that word learning is influenced by an
understanding of communicative actions and their underlying intentions, the mechanism via
which this influence is exerted is not yet well understood. To date, the most detailed compu-
tational model of the role of social cues in word learning is by (Yu & Ballard, 2007). Yu and
Ballard model word learning using an expectation-maximization (EM) algorithm adapted from
computational linguistics (Brown et al., 1994). The algorithm takes as input a stream of words
and a parallel stream of concepts transcribed from videos of infants interacting with mothers.
It searches for the one-to-one mapping from concepts to words which best predicts the corre-
spondences between these streams. Their study focuses on the role of joint attention in word
learning. They propose that a child’s visual experience is dominated by the objects he is attend-
ing to, and accordingly they give extra weight to attended objects in the stream of concepts.
Since these objects are often jointly attended to with the mother, this weighting allows the EM
algorithm to find a better mapping from concepts to words. Yu and Ballard’s model shows how
a hardwired bias towards attended items can help a child learn word meanings. However, it does
not address how the recognition of communicative actions contributes towards word learning,
which is an important part of Tomasello’s proposal.

In the present paper, we will present a computational model of the mechanism via which com-
municative action recognition and joint attention support word learning, focusing on the period
from 10 to 18 months, when both word learning and communicative intention understanding are
in their early stages. As in most computational accounts, we model the child’s environment as a
stream of concepts and a parallel stream of words: we assume that the child has a repertoire of
object and action concepts and a repertoire of phonological representations, and we assume the
relationship between the streams of words and concepts is noisy. Our novel proposal is that at a
certain stage in development the streams of words and concepts begin to exhibit some sequential
structure which the child can learn to exploit to improve the efficiency of word learning. The
sequential structure emerges at a point when the child regularly establishes joint attention with
the agents he observes. At this point, one of the action concepts in the child’s repertoire—the con-
cept TALK—acquires a unique property: it begins to function as a predictor of certain transitory
moments when the associations between words and concepts are more reliable than normal. If a
child attends to his mother and recognizes a “talk” action and then establishes joint attention with
his mother, he is in a particularly good position to learn associations between words and concepts.
We suggest that a child learns to recognize communicative actions as predictors of a more-
than-usually reliable mapping from concepts to words, and thereafter adapts his word-learning
mechanism to exploit the special learning opportunities which communicative actions provide.

The basic architecture of the model is as follows. First, as in many other models, we assume
that the child has an associative word-learning mechanism, which learns a statistical mapping
from concepts to words using co-occurrences between concepts and words as training data.
However, we also assume that this mechanism can be selectively enabled and disabled, by inter-
nal cognitive operations, so that the child can learn to recognize good opportunities to learn
words, and only enable the word-learning mechanism when these opportunities arise. Finally,
we assume that the enabling and disabling operations are learned in the same way that overt
actions are learned, via reinforcement, using a signal derived from the output of the word-learning
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mechanism itself. When the mechanism is enabled, it maps the next concept in the stream onto a
prediction about the next word in the stream: a correct prediction functions as a reward, while an
incorrect one functions as a punishment. In order to maximize reward, the child learns to enable
word-learning only when it has identified that a communicative action is occurring.

In this model, the word-learning mechanism and the mechanism which learns when to enable
and disable word-learning bootstrap each other. To begin, before the word-learning mechanism
has learned any words, it is enabled and disabled at random. Word learning is still possible in
this situation, but it is inefficient because of the amount of noise in the training data. However,
once a few words are learned, the word-learning mechanism starts to deliver a useful reward
signal from time to time, which allows the system to begin to identify the cues which predict a
reliable mapping from concepts to words, that is, to recognize the significance of communicative
actions. Once the word-learning mechanism starts to be selectively engaged after communicative
actions, it starts to learn faster, which in turn results in a further improved reward signal, and so
on. In brief: the word-learning system helps to train the system which identifies communicative
actions, and this latter system in turn helps to train the word learning system. This process could
be termed “pragmatic bootstrapping.”

The structure of the paper is as follows. In the next section, we introduce a representation
of the streams of concepts and words which provide the child’s input data. That is followed by
a section presenting a simple network implementing the associative word-learning mechanism
and the operations which enable and disable this mechanism. We show that, if the mechanism
is enabled only when a communicative action is recognized and joint attention is established,
then word learning becomes more efficient. Then we show that if the network already knows the
mapping from concepts to words, it can learn to recognize communicative actions as predictors
of a reliable mapping from concepts to words. In the concluding section, we show that these two
forms of learning can develop in parallel, bootstrapping each other.

INPUT DATA FOR THE NETWORK

An infant’s environment can be conceptualized as a pair of parallel streams corresponding to
different modalities, as shown in Table 1.

The “Word” stream contains a sequence of phonological representations, segmented into
word-sized units. We assume these arrive from a range of different sources: multiple human
speakers, television, and so forth. The “Concept” stream contains a sequence of concepts, reflect-
ing the infant’s transitory allocations of attention. We assume that object and action concepts are

TABLE 1
Input streams of words and concepts

Time t1 t2 t3 t4 t5

Concept Object DOG DOG MOTHER CAT FOX
Action SLEEP JUMP TALK RUN _NO_ ACTION_

Word run sleep dog cat cat
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computed separately from the focus of attention, via different neural pathways, so at any time
there can be an object concept and an action concept.2 The correlation between concepts and
words is quite low (Sabbagh & Baldwin, 2005). Work by Harris, Jones, Brookes, and Grant
(1986) suggests that, conservatively, less than 50% of a mother’s referents correspond to what is
currently in the child’s focus of attention. In our example, the highlighted case is the only “true”
correspondence between concepts and words: at time t4, the object CAT co-occurs with the word
cat. Even at this time, the correlation between concepts and words is not perfect; the child is also
deriving an action representation (RUN) which is uncorrelated with the co-occurring word. This
reflects an inherent ambiguity in deixis: as famously noted by Quine (1960), it is impossible to
fully identify a concept with a pointing gesture.

Our representation of the parallel streams of words and concepts is somewhat different from
other representations used in the literature, and it is useful to identify and motivate these differ-
ences. One difference is the distinction between object and action concepts. The main motivation
for this is to allow a simple representation of “complete actions.” Any action involves an agent
and an action concept—thus, for instance at time t1 the child recognizes the action “the dog
sleeps,” and at time t2 he recognizes the action “the dog jumps.” Crucially, the representation also
allows the expression of communicative actions, such as the MOTHER TALK action recognized at
time t3.

This brings us to a second difference in our representation of the streams of words and
concepts. There is some sequential structure to this stream, namely, immediately after each com-
municative action there is a “more-than-usually reliable” mapping between concepts and words.
For instance, after the MOTHER TALK action at time t3, there is the CAT-cat correspondence at
time t4. This structure emerges from two separate sources. First, we assume the child has inde-
pendently learned to establish joint attention with his mother. So if he attends to his mother at
time t, he will attend to “whatever she is attending to” at time t + 1. Second, we assume that when
the mother talks she often attends to what she is talking about. Note that the joint attention mech-
anism by itself is not sufficient to guarantee a true mapping between concepts and words at the
next moment: the mother may simply be looking at something, in which case any co-occurring
word comes from some arbitrary other source and there is no communicative action to recognize.

A final difference in our data representation is that it associates individual words with indi-
vidual concepts rather than associating multiword utterances with groups of concepts (as, e.g., in
Siskind, 1996; Yu & Ballard, 2007). Our streams differ in their granularity by isolating individ-
ual concepts and single-word utterances. For simplicity, we assume that the child pays special
attention to certain emphasized words and these emphasized words are the ones that appear in
our utterance stream.

One issue that is important to clarify relates to how the child identifies the “talk” action.
Presumably this involves hearing the mother speak some words. But note that in our scheme,
the word spoken by the mother is represented one time step after the communicative action is
represented, at the point at which joint attention is established (t4 in Table 1). This lag is best
thought of as a manifestation of verbal short-term memory. As already noted, many models
of language learning invoke a “phonological loop” to allow some temporal separation between
a word and its associated concept. We make use of the idea to span the interval between the

2We also assume there can be an object concept without an action concept—hence the _NO_ACTION_ symbol at
t5—but not vice versa. These details are not important for the current paper.
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moment when a child recognizes that a communicative action is under way and the moment
(shortly afterwards) when he establishes joint attention with the speaker.

EXPERIMENT A: EFFECTS OF SELECTIVELY ENABLING A WORD LEARNING
MECHANISM

Methods

The network for our first experiment has two components. The first component is a word-
learning subnetwork (WLS), which consists of two simple feed-forward networks. One
network maps object concepts onto words; the other maps action concepts onto words. (When
they are fully trained, the former network will generate nouns, and the latter verbs.) We use two
separate networks to reflect the separate neural pathways involved in object and action recog-
nition, and in the interpretation and production of nouns and verbs (Damasio & Tranel, 1993;
Damasio et al., 1996; Daniele et al., 1994; Pulvermüller et al., 1999).3 The two networks are
trained simultaneously, on a dataset structured as shown in Table 1. Each item in the set is a triplet
of an object concept, an action concept and a word. The object network uses the object-word pair
as a training instance, and the action network uses the action-word pair. Concepts and words are
represented using a “one-hot” coding scheme; that is, each concept is a vector of length n (where
n is the number of concepts), one of which is set to 1, and the rest of which are 0 (see also Elman,
1990). Our simulations use a vocabulary of 40 words: 20 object concepts and 20 action concepts.
(We deliberately use a uniform distribution of words rather than the strongly skewed “Zipfian”
distribution characteristic of actual acquisition data. McMurray (2007) has recently shown that a
nonuniform distribution of words is sufficient by itself to produce an increase in word learning
rate. To isolate the effects of a new word learning mechanism on learning rate, we must therefore
work with a flat distribution of words.) Both networks are trained using the standard backpropa-
gation algorithm (Rumelhart et al., 1986). Each network has an input layer with 20 units (one for
each input concept) and an output layer of 40 units (one for each possible word). Each also has
a single hidden layer, which has 30 units in our simulations. Each unit in the hidden and output
layers uses a sigmoidal activation function. We use a learning constant of 0.005 and momentum
of 0.9.4 After training, when the network is given a concept, it produces a pattern of activation
over possible words. We select the most active word as output.5

The second component of the network is a filter subnetwork (see Figure 1).
The first layer in this network consists of a set of “event units,” each of which represents a

conjunction of an object and an action. This layer receives input from the same dataset which

3The two networks are structurally identical, and we will collapse their results in subsequent sections. Our use of two
separate networks allows for differences in the mechanisms which learn nouns and verbs, but such differences are not
the focus of the current paper.

4A momentum value of 0.9 is a common initial parameter for a backpropagation network (Swingler, 1996, p. 65).
We experimented with a range of momentum values, between 0.5 and 0.9. Although a lower momentum value resulted
in slower overall learning, the input set was always successfully learned.

5To deal with synonyms it would be necessary to use a stochastic algorithm to select between alternative highly-active
words. However, in the current simulation there are no synonyms.
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FIGURE 1 The filter subnetwork, showing idealized connections to the
word learning subnetwork. A thicker line indicates a stronger connection.

trains the word learning subnetwork: each event unit is hardwired to fire when a particular combi-
nation of action and agent concepts occurs in the input triplet. Event units are intended to model
‘complete’ action representations, encoding the type of the action plus the participants involved
and the roles they play.6 Each event unit is connected to a gating unit which is considered ON

when its activation passes a certain threshold, and OFF otherwise. When the unit is ON at time
step t, training is enabled in the word learning subnetwork at time step t + 1; that is, the input
triplets at t + 1 function as a training instance for the WLS at t + 1. When the unit is OFF at
time t, training of the WLS is disabled at time t + 1. The connections from the event units to the
gating unit thus encode a “policy” about when to enable and disable supervised learning in the
WLS at the next time step.7

In the first experiment (Experiment A), we examine the effects of two contrasting policies
on the rate of word learning. A baseline policy is to allow learning in the WLS in every situ-
ation. This is implemented by strong positive connections between each event unit and the GO

unit. A perfect policy is to allow learning in the WLS only after recognizing a communicative
action. This is implemented by a strong positive connection from the MOTHER TALK event unit
to the gating unit and weak connections from all other event units. (This is the policy shown in
Figure 1.) We simulate two conditions: a control condition, in which the baseline policy persists

6As is well known, it is not possible to represent an arbitrary event as a conjunction of concepts, because of the
need to ‘bind’ object representations to the roles they play in the event. So the event unit layer should be thought of as
a placeholder for a more realistic representation of “complete events.” Several computationally tractable neural network
schemes have been proposed for binding objects to roles in event representations; see, for example, Plate (2003), van der
Velde and de Kamps (2006).

7Note that enabling and disabling are implemented as discrete “all-or-nothing” operations rather than operations of
attenuating learning to greater or lesser degrees. While attenuation would be more plausible in a biological system, the
effect of an attenuated scheme is identical to that of introducing noise into the mapping between mother-talk events and
word-learning opportunities; see our discussion of p(reliable|mother_talk) later in this section.
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throughout training, and a filter onset condition, in which the baseline policy is used during the
first 20 epochs of training, after which the perfect policy is used.

In both conditions, the input to the network is a sequence of training items, each of which is
an agent-action-word triplet. For each triplet in the set, the word may denote the action, or the
agent, or neither. Each training set is generated as follows:

1. We first generate a set of communicative events. Each communicative event is a
sequence of two training items: the first is a MOTHER TALK event, and the second is a
‘word-learning opportunity’ pairing a word with an arbitrary event. We generate 800 com-
municative actions featuring “good” word-learning opportunities, correctly mapping a
word to the agent or action of the event.8 Then we generate some additional communica-
tive events introducing “bad” learning opportunities, pairing an event with an unrelated
word. The number of these is dictated by a parameter, p(reliable|mother_talk), specifying
the probability that a MOTHER TALK event introduces a “good” word-learning opportu-
nity. The value of this parameter can be estimated in several ways. As noted above, Harris
et al. (1986) estimate that less than half of a mother’s referents correspond to the child’s
current focus of attention. Tomasello and Farrar (1986) report that 66% of mothers’ utter-
ances in interactions with 15-month-old infants occurred within joint attention episodes.
We initially set p(reliable|mother_talk) to 0.5, which is roughly consistent with these
figures. But we experiment with a range of lower values in the last section.

2. We then generate a set of regular events representing events which the child encoun-
ters outside of communicative contexts. Each of these is a random pairing of an agent
and an action. These events are also paired with words, but the words have no spe-
cial connection with the events, since there is no particular reason to expect the child
is monitoring the event they refer to. There is still a small probability that a regular
event provides a correct training item for a word-learning network. We denote this prob-
ability p(reliable|¬mother_talk). Our hypothesis is that this probability is significantly
lower than p(reliable|mother_talk). Again, its value will be highly context-dependent;
for instance, it will vary with the amount of abstract talk in the environment, and with the
number of salient concrete referents. We begin by including words in regular events at
random, giving p(reliable|¬mother_talk) a value of 0.025, but again explore a range of
values in the last section.

3. Then we arrange a mixture of communicative events and regular events into a training
sequence, in a pseudorandom order. The ratio of communicative events to regular events
in the training sequence is another context-dependent parameter. It reflects several things,
for instance, the richness of the child’s social environment, and the proportion of child-
directed speech in this environment. In this paper we assume that the only communicative
actions noticed by the child are those made by the mother to the child. We introduce a
third probability, p(mother_talk), specifying the probability that an event the child appre-
hends is a communicative action. Again there are several ways of estimating this. Rowe
(2008) reports a proportion of 43% of child-directed utterances in her study of parents’

8There are 400 possible events: 20 agents ! 20 actions. For each possible event we generate two communicative
actions with good word-learning opportunities, one which correctly maps a word to the agent of the event, and one which
correctly maps a word to its action.
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interactions with 2.5-year-olds from a range of socioeconomic backgrounds. But we
also need to consider how many of these utterances were noticed by the children and
how many noncommunicative events they noticed. Tomasello and Farrar (1986) report
25.5 utterances per minute in their study of parents interacting with 15-month-olds. If we
assume children “notice” most of these utterances (even if they do not establish joint
attention), and spend the remaining time noticing other events, and that all events last
around a second, we arrive at a probability of around 0.5. More conservatively, we might
use Carpenter, Nagell, and Tomasello’s (1998) finding that 15-month-olds spent 7.5% of
their time in “joint attentional engagement” with their mothers during unstructured play.
We initially set p(mother_talk) to 0.4, but later we will experiment with the lower value
of 0.075. In summary, our initial training set consists of 800 communicative events and
1,200 regular events.

The above procedure ensures that co-occurrences of both nouns and verbs with the concepts they
denote will be more likely than chance, but also there is a degree of noise in the training set.

After each training epoch, a word learning subnetwork is tested by presenting each unique
input in succession. The chosen output is then compared to the encoding for the expected output
word; that is, when DOG is presented to the agent-learning subnetwork, the expected output is
dog. If the actual output matches the expected output, that word is considered to be “learned.”
Each of the relevant 20 inputs is tested for each network at the end of each epoch, including
words that were considered already learned, to ensure there has been no regression.

Results

The network was trained on the training set for several epochs, in both conditions. “Online learn-
ing” was used, with weight adjustments applied to the connections after each pattern. In each
condition, the WLS network was probed after each epoch to measure how many words had been
learned. The number of words learned up until that point was defined as the number of correct
input-output mappings produced. Training continued until the network had learned the correct
word for all 40 concepts.

Fifty training runs were performed for each condition, and the average number of words
learned at each epoch was recorded in each case. The speed of word learning in the two conditions
is summarized in Figure 2.

Figure 3 shows the mean number of epochs required to learn all 20 words, collapsed across
word type, in each condition.

As can be seen from Figures 2 and 3, turning on the filter at Epoch 20 had a clear effect,
increasing the rate of word learning. A two-factor analysis of variance (ANOVA) was calculated
to gage the effect of condition (control vs. onset) and word type (nouns vs. verbs) on the number
of epochs needed to train the network to completion. There was a main effect of condition (p
< 0.0001) but no significant effect of word class and no significant interactions. Thus, word
learning was significantly faster in the filter onset condition compared to the control condition.
The fact that there are no differences between learning nouns and verbs is of course unsurprising,
given that the noun and verb networks are structurally identical. All further experiments consider
total vocabulary only.
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122 CAZA AND KNOTT

FIGURE 2 Mean learning rates for the word learning subnetworks in
the control condition (with no filter) and the filter onset condition (where
a perfect filter is turned on at Epoch 20). Results for the noun and verb
subnetworks are shown separately.

FIGURE 3 Mean number of epochs to learn all twenty words in
Experiment A. Results are collapsed across noun and verb subnetworks.
Bars represent one standard error.
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It is important to rule out the possibility that the differences in learning rate were caused by
initial weights or some other characteristic of the different neural networks. Prior to filter onset,
the networks in each condition are essentially performing the same task. The mean vocabularies
after the first 20 epochs, collapsed across word type, were compared between the two conditions.
A two-tailed t-test confirmed that there were no significant differences in the number of words
learned between the two conditions in the first 20 epochs.

Discussion

Experiment A shows that a filter which enables word learning only after a communicative action
is recognized and joint attention is established increases the rate of word learning when it is
activated. The filter aids learning because it eliminates noise. “Noise” training inputs tend to push
the weights in the word learning subnetwork away from their correct values, so including these
inputs in the training data hinders learning. The experiment demonstrates a simple idea—that
communicative actions can be thought of as special word-learning opportunities.

One thing to note immediately is that the subnetwork which acquires word meanings learns
a unidirectional mapping from concepts to words. It is thus geared towards generation of words
rather than interpretation. A complete account of word meaning learning must obviously include
a mapping in the other direction as well. There is reasonably good evidence from neuropsychol-
ogy that this mapping is implemented in a separate network (e.g., Kay, 1987; Auerbach et al.,
1982), Also, but for simplicity’s sake we will just consider a unidirectional mapping in this
paper. The important point is that a network mapping words to concepts could be trained using
exactly the same data (pairs of words and concepts). For details of a network which learns the
word-concept mapping in both directions, see Knott (in press).

Of course, the experiment just presented is artificial in several ways. First, note that in each
condition, the rate of word learning slows as learning progresses. With infants, by contrast, the
rate of vocabulary acquisition does not begin to slow until well beyond the second year. The
slowing of the rate of word acquisition in our simulation is a ceiling effect, resulting from the
small number of words used in our training data. The utterances which infants hear contain thou-
sands of different words, so there are no ceiling effects manifested in their early word learning.
Second, note that the increase in the rate of word learning which occurs at epoch 20 is a sharp
one rather than the gradual increase which is shown by infants. This is because in the current
experiment, the filter subnetwork is turned on all at once. In the subsequent experiments, we
will consider how to model a more gradual adoption of the filter subnetwork. Finally (and most
obviously) we have given no account of the mechanisms which cause the filter subnetwork to
become enabled when it does. It is to this question that we now turn.

EXPERIMENT B: LEARNING WHEN TO ENABLE THE WORD LEARNING
MECHANISM

Methods

In the previous simulation, we showed the effect of a ‘perfect’ filter network, which knew exactly
when to enable the WLS, and was magically switched on at a certain point in development.
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However, it is important to describe a method whereby the network can learn when to enable the
WLS. As with other cognitive skills, the ability to recognize the significance of communicative
actions should develop over time. For the next experiment, we propose a method whereby the
network learns when to enable and disable the WLS.

In terms of our model, learning when to activate the WLS amounts to modifying the weights of
the connections from the event unit to a gating unit. The WLS is enabled whenever the activation
of the gating unit exceeds a certain threshold, and is disabled at all other times. Ideally, the
network will converge on a weight space in which MOTHER TALK is the only action unit which
causes above-threshold activation in the gating unit.

We propose a reinforcement learning scheme as the learning mechanism. We assume that the
infant receives some form of reward when he correctly maps a concept to a word during training.
This reward could be an explicit signal from the mother —something as simple as a smile or
cheer of encouragement. It could also be internally generated, in inverse proportion to the size of
the error term used to train the WLS.

Why should we propose a reinforcement learning scheme for training the filter subnetwork
when the regular word-learning subnetwork uses associative learning? The choice of reinforce-
ment learning follows naturally from our architectural assumption that the word learning network
can be enabled and disabled in different circumstances: the enabling and disabling operations are
“actions” which the agent must learn to execute in the appropriate circumstances, and it is stan-
dard to think of actions as being learned through reinforcement (e.g., Sutton & Barto, 1998).
Essentially, the agent must learn that enabling the WLS network after MOTHER TALK and dis-
abling it in all other cases is the policy which gives the highest rewards on aggregate. In fact, the
filter subnetwork shown in Figure 1 is best thought of as representing an extract from a much
larger network which is in charge of initiating all of the infant’s actions, including regular motor
actions or attentional actions. Thus the filter network is not a special-purpose network dedicated
to a specific language learning task but rather a component of the infant’s basic infrastructure for
reward-driven operant learning. It is in this sense that our model is distinctively pragmatic rather
than simply associationist.

The reinforcement algorithm used to modify the connections has a single-step look-ahead.
Therefore, the connections at time t " 1 are adjusted based on the outcome at time t. Connections
between any two nodes are strengthened in small proportion, learndefault, to their mutual activa-
tion at t " 1. If the WLS was active and it performed a correct mapping, learning is scaled
by a strongly positive factor, learnreward. If the WLS did not produce a correct mapping, the
learning constant is multiplied by a negative quantity, learnpunish. Any input other than MOTHER

TALK will be followed by an uncorrelated input trio (e.g. KIWI YAWN walk), so if this input hap-
pens to activate the WLS a punishment is likely to result, which will discourage such behavior
in the future. For this experiment, the following parameters were used: learndefault =1!10"5;
learnreward =1!10ˆ"4; learnpunish ="2!10ˆ"5.

As stated previously, the WLS is enabled when the activation of the gating unit exceeds a
threshold, !min. A random bias is connected to the gating unit, whose value diminishes over time,
to encourage random exploration at the start of learning. The initial value of the bias causes
the WLS to be enabled around 50% of the time. The bias has random activation in the range
["", "] and the limits are multiplied by a factor, "scale, after each epoch to simulate decay. For
this experiment, " is initialized to 0.8, "scale =0.9, and !min =0.55. Connections to the gating
unit are initialized with random weights in a range [0.45, 0.55].
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In order to assess the validity of the reinforcement scheme, while minimizing the influence of
other possible factors, the WLS is pretrained with the full vocabulary for this experiment. This
unrealistic concession allows the reinforcement algorithm to be evaluated in isolation, and will
be removed in the next experiment.

The performance of the filter subnetwork can be evaluated by calculating the percentage of
input triplets for which it delivers a “correct” value of the gating unit, that is, a value which
maximizes reward and minimizes punishment. If an input triplet contains the MOTHER TALK

concept pair, the network should deliver above-threshold activation; otherwise it should deliver
subthreshold activation. If the reinforcement learning algorithm is working, the number of correct
results will show an upward trend from epoch to epoch.

A new training set was generated using the same vocabulary and parameters as in Experiment
A. A second training set was generated with p(mother_talk) reduced to 0.075, based on the
proportion of joint attentional engagement found in Carpenter et al.’s (1998) study of 15-month-
olds. As each input pattern was presented, connection strengths were adjusted according to the
reward signal. As before, performance was measured at the end of each epoch. Training was
repeated with 50 different networks on each training set.

Results

Mean results from the training runs are shown in Figure 4, including a dotted line to repre-
sent chance behavior. In each case, the percentage of correct activations begins around chance
level and then shows a clear upward trend as the network learns to ignore noise, reaching 100%
accuracy after 25 epochs.

FIGURE 4 Performance of the filter subnetwork during training in
Experiment B, for two values of p(mother_talk). Performance is consid-
ered correct when the word learning subnetwork is enabled for MOTHER

TALK and when it is disabled for all other inputs.
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126 CAZA AND KNOTT

Discussion

The results demonstrate that our reinforcement algorithm works as intended when trained using
data from a perfect word learning network. We have now shown that a perfectly trained fil-
ter improves the efficiency of word learning (Experiment A), and that a perfectly trained word
learning network enables the filter to be learned (Experiment B). The question now is: can the fil-
ter and the word learning network be trained from scratch, in parallel? This question is addressed
in the final experiment.

EXPERIMENT C: BOOTSTRAPPING THE WORD LEARNING MECHANISM

Methods

The approach of the previous experiment was repeated, with one major change: the WLS was
not pretrained on the vocabulary. Each object-action pair that the filter let through was used as
a training input; weights were updated after each input pattern. The WLS was as in Experiment
A, except its learning constant was reduced to 0.0001. The network parameters used for the filter
subnetwork were from the previous experiment.

Results

As in Experiment A, two conditions were simulated using the same network parameters. In the
control condition, the filter subnetwork was hardwired to turn the gating unit on for every input,
and only the WLS was trained; that is, the WLS was trained on the full “noisy” dataset. In the
parallel learning condition, the WLS and the filter subnetwork were trained simultaneously.
Fifty training runs were performed for each condition.

Figure 5 shows the gate behavior and vocabulary learned in the control and parallel
learning conditions, with the parameter settings from Experiment A (p(mother_talk) = 0.4,
p(reliable|mother_talk) = 0.5, p(reliable|¬mother_talk) = 0.025).

All data are presented as mean percentage performance, over time. In the parallel learning
condition, the cues for enabling and disabling the WLS were perfectly learned, reaching 100%
correct before the vocabulary was fully learned. The mean number of epochs required to learn
the vocabulary to 100%, in each of the conditions, is shown in Figure 6.

A two-tailed t-test of the data collapsed across word class found that the filter had a significant
effect (p < 0.001) on the number of epochs. As in Experiment A, the filter increased the rate of
word learning. Note that the rate of word learning for the parallel learning network starts off
slightly lower than that for the control network. This is because it is only enabled for 50% of
training examples, as a result of its initial random bias. Once a good policy begins to be acquired,
and the contribution of the bias begins to diminish, its word learning rate overtakes that of the
control network.

We experimented with several different parameter values for the control and parallel learn-
ing networks. The behavior of the parallel learning network can be predicted from an analysis
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PRAGMATIC BOOTSTRAPPING 127

FIGURE 5 Performance of the control and parallel learning networks
in Experiment C, with p(mother_talk) = 0.4, p(reliable|mother_talk) =
0.5, p(reliable|¬mother_talk) = 0.025. The dotted line (Control) shows
performance of the word-learning subnetwork when it is always enabled.
The dashed line (Parallel) shows performance of the word-learning sub-
network when it is enabled by the filter subnetwork, while the filter
subnetwork is learning an optimal policy. The solid line (Filter network
performance) directly charts the performance of the filter network in this
second condition.

of the training data given to it. p(reliable|mother_talk) must obviously be higher than
p(reliable|¬mother_talk), or there is no advantage to biasing word learning towards commu-
nicative contexts. But how much higher p(reliable|mother_talk) needs to be depends on the
value of the other parameter, p(mother talk). If MOTHER TALK events are relatively sparse,
then there are relatively few opportunities to learn about them, so the increased reliability of
the word-concept mapping in these contexts must be more noticeable. If MOTHER TALK events
are relatively common, then a more subtle difference in reliability can be noticed. Figure 7
shows the control and parallel learning networks when p(mother_talk) is reduced to 0.075 (in
line with our most conservative estimate), p(reliable|mother_talk) is marginally reduced to 0.45,
and p(reliable|¬mother_talk) is somewhat increased, to 0.075.

The basic pattern is very similar: The parallel network starts off learning at around the same
rate as the control network but becomes faster than the control network as the filter network is
learned. At this value of p(mother_talk), further reductions in the relative advantage of MOTHER

TALK contexts for word learning eventually cause the parallel network to learn more slowly than
a control network.
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128 CAZA AND KNOTT

FIGURE 6 Mean number of epochs to learn the complete vocabulary
in Experiment C for the control and parallel learning networks. Bars
represent one standard error.

FIGURE 7 Performance of the control and parallel networks in
Experiment C, with p(mother_talk) = 0.075, p(reliable|mother_talk) =
0.45, and p(reliable|¬mother_talk) = 0.075.

Discussion

The parallel learning network began to learn with no prior knowledge. It needed to learn two
things: first, the meanings of the words in the vocabulary, and second, the significance of
communicative actions as opportunities for word-learning. The results above show that it can
achieve this, and moreover that the learning to focus word-learning efforts on communicative
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PRAGMATIC BOOTSTRAPPING 129

actions ultimately results in a more efficient word-learning mechanism. Figures 8 and 9 illustrate
how the two types of learning assist one another, for the parameter settings from Experiment A.

Figure 8 shows the learning rate of the word-learning subnetwork—controlling for the propor-
tion of time during which it is switched on—in relation to the performance of the filter network.
It highlights a period where the learning rate of the WLS correlates with the performance of the
filter network. The correlation is weak, but highly significant (a correlation coefficient of 0.15;
p < 1"100). The correlation breaks down as the WLS approaches ceiling performance. Figure 9
shows the converse pattern: the learning rate of the filter network in relation to the performance
of the WLS. Again, there is a period before the filter network is fully learned where these two

FIGURE 8 The learning rate of the word-learning subnetwork in relation
to the performance of the filter network.

FIGURE 9 The learning rate of the filter network in relation to the
performance of the word-learning subnetwork.
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130 CAZA AND KNOTT

measures are correlated (with a coefficient of 0.46; p < 1"100). Together, the correlations manifest
a classic bootstrapping pattern.

GENERAL DISCUSSION

Our goal in this paper was to formulate a model of infant word learning which implements
the proposal of Tomasello and colleagues that infants begin to learn words at the time when
they develop an understanding of communicative actions and of communicative intentions. The
key idea in our model is that infants have a word learning mechanism which can be selectively
enabled and disabled, and that they can learn to enable the mechanism when they recognize that
a communicative action is taking place. We explored this idea in three experiments. The first
experiment showed that if the sequence of concept-word pairs presented to a learner is structured
so that a communicative action predicts an unusually reliable concept-word mapping, a policy
of selectively activating a word-learning mechanism after recognizing communicative actions
improves the efficiency of word learning. The second experiment showed that this policy can be
learned through a reinforcement regime, if the system is rewarded for correctly mapping training
concepts onto their associated words. In other words, the system can develop the concept of a
communicative action as an event which predicts an unusually reliable mapping from concepts
to words. The final experiment showed how the system can learn when to enable the word-
learning mechanism at the same time as learning a vocabulary. This experiment demonstrates
the possibility of a pragmatic bootstrapping process, in which an infant’s early vocabulary helps
to develop the basic concept of a communicative action, which in turn enables more efficient
methods for acquiring new vocabulary.

Relation to Tomasello’s Model

It is interesting to refer back to Tomasello’s proposal about the influence of communicative inten-
tion understanding on vocabulary acquisition. How closely does our network model implement
this proposal? The network certainly implements Tomasello’s main idea, that the concept of a
communicative action is required in order to efficiently learn words. However, in our model we
hypothesize that infants begin by using a simpler, purely associative, statistical word-learning
mechanism before the more sophisticated pragmatic mechanism comes online. Tomasello’s
account very much underplays the role of simple associations. But it is undisputed that infants
learn some word meanings from 9–12 months prior to acquiring the concept of a communicative
action; some account of this early passive vocabulary must be given. In our model, the early
vocabulary is essential for bootstrapping the more efficient word-learning mechanism. In this
sense, our account is more in line with hybrid models of word meaning learning, such as the
coalition model of Hollich et al. (2000), which proposes a progression from simple associative
to more complex pragmatic word learning mechanisms. In fact, a novel feature of our account in
contrast to both Tomasello and Hollich et al. is that it gives the simple associative mechanisms
an important role in the development of the more complex pragmatic mechanisms.

The question of whether early word-learning actually contributes to the development of the
concept of communicative actions is one which could be asked experimentally.
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Our model makes a novel prediction, namely, that early vocabulary development (at say 10 to
11 months) bootstraps the development of an understanding of communicative actions (at say
12 to 13 months). In experimental terms, we predict that vocabulary size at the earlier age will
correlate with measures which indicate an understanding of communicative actions at the later
age. These measures could include a propensity to attend to speakers, or to establish joint atten-
tion with a speaker. These correlations are not predicted by Tomasello or Hollich et al. However,
we should emphasize that we do not expect the concept of a communicative action to depend only
on vocabulary. As Tomasello notes, it is a complex concept with many components, including a
general ability to recognize actions and their underlying intentions, an ability to establish joint
attention, and an ability to represent the relationship between a speaker and an addressee. Our net-
work is just intended to model one mechanism which may be involved in acquiring the concept.

A second comparison with Tomasello concerns the distinction between the concept of a com-
municative action and a communicative intention. Tomasello’s account emphasizes the role of
the ability to understand communicative intentions in enabling vocabulary development. Our
model is in fact framed in terms of communicative actions; it may seem that the concept of a
communicative intention does not play such an important role.

Is it important in our model that the learner recognizes the mother’s intention, as well as
identifying the action of talking? Certainly it is essential in our model that the learner establishes
joint attention with the mother after having recognized her action. But the ability to establish
joint attention is a general intention-reading ability. In our model, we do not assume any special
role for the ability to represent a communicative intention. It may be that a more mature concept
of a specifically communicative intention contributes to word-learning in other ways—if so, this
mechanism is beyond the scope of our model.

On a related note, it is interesting to consider whether our model of word learning is really
a pragmatic model in the sense that Tomasello intends. Tomasello’s suggestion is that infants
must learn what communicative actions are before they can start learning words. For Tomasello,
learning what communicative actions are involves learning to recognize a characteristic triadic
relationship among a speaker, a hearer, and an intended referent. In our model, there do not
seem to be any special representations of communicative actions: the child simply learns that the
MOTHER TALK event is a cue to enter a special mode in which concepts are mapped to words.
In one sense, this is an eminently pragmatic piece of learning because it is acquired through
reinforcement. But it is not obvious how this learning leads to the development of special rep-
resentations of communicative actions of the kind envisaged by Tomasello. In fact, we want to
argue that our model may provide the basis for an interesting new account of how communica-
tive actions are represented. The notoriously difficult issue is how to represent the relationship
between an utterance (a physical action, made by a speaker to a hearer) and its propositional con-
tent (what it is “about”)—see, for example, Brentano (1995) and Dennett (1989). In our model,
the basic relationship between these two elements is temporal succession. An agent observing a
communicative action first represents the physical action itself, and then, in the same represen-
tational medium, the event which the action describes. Crucially, in between the two temporally
adjacent representations, the agent switches to a special linguistic mode in which semantic
representations can be activated by words and establishes joint attention with the utterance’s
speaker. We suggest that modeling a communicative action as a sequence of two successive
event representations, separated by a change in cognitive mode, might permit a useful account of
the relationship between an utterance and the proposition it describes.
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132 CAZA AND KNOTT

This is obviously a matter for additional research. However, there certainly is some indication
that our model may have something interesting to say about how communicative actions are
represented and how these representations develop.

Relation to other bootstrapping models

It is also interesting to compare our mechanism for pragmatic bootstrapping with other forms
of bootstrapping proposed in the literature. One related mechanism is syntactic bootstrapping
(Landau & Gleitman, 1985). This is the process whereby a child uses knowledge about the rela-
tionship between meanings and syntactic forms to help acquire the meanings of new words.9

For instance, in English, transitive verbs tend to denote causative actions; there is evidence that
children use the syntactic context of a newly presented verb to help decide between alterna-
tive possible meanings of the verb (e.g., Fisher, 1996). Syntactic bootstrapping occurs later in
development than the kind of bootstrapping we are proposing; most models assume it begins at
around 2 years of age, while we envisage our variety of bootstrapping as occurring much earlier,
between 10 and 18 months. Syntactic and pragmatic bootstrapping are certainly not alternatives
to one another; there is no reason why acquisition of the concept of communicative actions and
acquisition of syntactic frames should not both aid vocabulary development in different ways
and at different times. But there might nonetheless be some overlaps between the mechanisms
implementing the two forms of bootstrapping. In fact, we have recently developed a model of
syntax acquisition which simulates syntactic bootstrapping using something analogous to the
operations which enable and disable verbal mode in the current model (see Takac et al., under
review). However, the mechanism which controls these operations to support syntactic bootstrap-
ping in Takac et al.’s model is quite separate from the mechanism which learns the significance
of communicative actions described in the current paper. We would not want to argue that both
kinds of bootstrapping are implemented by exactly the same mechanism, even if there are some
overlaps in the machinery used.

One issue that relates equally to syntactic and pragmatic bootstrapping is the question of how
the knowledge used to bootstrap vocabulary development is itself acquired. Nativist models of
syntax assume that some of a child’s knowledge about the relationship between verb types and
syntactic frames is innate (e.g., Lidz et al., 2003), while empiricist models (such as Tomasello’s
own model) assume that it is acquired from patterns in the exposure language. A similar ques-
tion can be raised for pragmatic bootstrapping: is the concept of a communicative action partly
innate, or is it completely acquired from exposure to data? Our simulation focuses on how the
concept can be acquired from linguistic data; however, this does not rule out an additional innate
predisposition to pay particular attention to communicative actions, or to process them in partic-
ular ways.10 For instance, it may be that verbal actions are innately accorded special significance
quite independently of any predictive properties. Also, as already mentioned, our account leaves
open the possibility that other developmental processes contribute independently to the ability

9“Semantic bootstrapping” (see, e.g., Pinker, 1982) is less relevant, despite its similar name. It is a theory about how
children learn grammatical categories, rather than individual words.

10Note that we do not want to suggest that the concept of a communicative action can be completely innate. It is an
important part of our model that exposure to language plays some role in its development. Our point is that there may be
an innate component to the concept in addition to the learned component which we model in our simulation.
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to represent communicative actions. For instance, it makes sense to assume that a child’s ability
to recognize the intentions underlying communicative actions, specifically, is linked to a more
general ability to recognize the intentions behind observed motor actions.

A bootstrapping model which addresses the same developmental stage as our model is the
“associative crane” model of Smith (2000). In this model, as in ours, infants begin by learning
words through an inefficient and error-prone associative process, one of whose side effects is
to train a separate strategy which later leads to more efficient word learning. In our model, the
new learning amounts to an insight that word-concept associations are particularly reliable after
a communicative action is identified. In Smith’s model, the new learning is that word-concept
associations are more reliable when the child selectively attends to the shape of objects. When
an infant learns about the cognitive states and strategies which result in reliable word-concept
associations, he is really learning about what verbal actions are, that is, how to recognize them
and how to perform them himself. Bootstrapping models provide an attractive account of how
infants learn the complex cognitive states in which mature speakers execute verbal actions.

Relation to language mechanisms in mature speakers

One of the novel features of our model is the idea that word-learning mechanisms can be selec-
tively engaged and disengaged. If this is really the case, it is important to consider what role the
putative “engage” and “disengage” operations might have in a mature speaker. One possibility is
that these operations might play a role in language production. An agent must learn to speak using
training data generated by other speakers. Computational models of the process often involve a
training regime where the learner learns to “predict the next word” generated by a mature speaker
being listened to (e.g., Elman, 1990; Chang, 2002). Our word-learning network is trained to pre-
dict a speaker’s next word in this way; it is thus very compatible with these models of language
production. Assuming our network plays a role in mature language production, what role might
the engage and disengage operations play? It could be that the engage operation, which gates
open a link from concepts to phonological word representations, implements something like “a
decision to speak,” while the disengage operation, which gates the link closed, implements “a
decision to entertain a thought privately,” without any overt linguistic reflexes. This is an idea we
intend to pursue in future work.
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